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1 Performance on Simulated Data

To validate the proposed method we consider the performance on simulated data. We con-

sider an illness-death model with recovery, meaning there are three states, state 1 is healthy,

state 2 is diseased and state 3 is death. Transitions are possible from states 1 and 2 to each

of the other states. Such a model was considered by Andersen et al [1] who used piecewise

constant intensities. We let the rate of disease onset depend on time since origin and take the

form of a quadratic B-spline with knots at time 0, 5 and 10, with a constant rate assumed for

times above 10. We take α12 = {1.3, 1.4, 1.6}, meaning the intensity increases non-linearly

with time. Other transition intensities are constant with time. Observation times for a

subject are generated by taking time intervals with a uniform distribution between 1 and

3 years, to give 5 observation times. For sample sizes of N = 250, 500 and 1000 subjects,

1000 simulated data sets are generated. For each simulated dataset, the correctly specified

nonhomogeneous Markov model is fitted using the Fisher scoring algorithm, with starting

value taken by first fitting a time homogeneous Markov model to the data. Of particular
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Table 1: Bias and 95% confidence interval coverage probabilities for simulated data for

sample sizes of N = 250, 500 and 1000 subjects.

N = 250 N = 500 N = 1000
Parameter Bias 95% CP Bias 95% CP Bias 95% CP

q12 -0.02331 0.943 -0.00401 0.955 -0.00114 0.954
q13 -0.00108 0.959 -0.00351 0.953 -0.00021 0.956
q21 -0.00189 0.947 -0.00148 0.957 -0.00064 0.958
q23 -0.00072 0.951 -0.00050 0.946 -0.00022 0.957
α121 0.28285 1.000 0.01922 0.987 -0.00357 0.966
α122 0.35361 0.980 0.00078 0.971 -0.01072 0.963
α123 0.35067 0.977 0.04150 0.971 0.02015 0.965

interest is the performance of approximate 95% confidence intervals for the state occupation

probabilities. We obtain 95% confidence intervals by simulation of B = 500 parameter values

from the asymptotic distribution of θ̂ as discussed in Section 4.2 of the paper.

The results of the simulations are shown in Tables 1 and 2. For N = 500 and 1000, the

parameter estimates are close to being unbiased. Coverage of 95% confidence intervals is

good for N = 1000 and acceptable for N = 500, although is too large for α121. For N = 250,

q12 is negatively biased and conversely α121, α122, α123 are positively biased. While coverage

of the baseline intensities is good, the asymptotic confidence intervals for α parameters are

highly anti-conservative. If confidence intervals for the basic parameters are required, a

possible strategy for smaller sample sizes is to use profile likelihood ratio based confidence

intervals. For N = 250, the coverage of profile-likelihood ratio based intervals was assessed,

giving 96.1%, 94.8%, 94.4% coverage for α121, α122 and α123 respectively.

For the state occupation probabilities, for all sample sizes the state occupancy probabil-

ities are close to being unbiased. Coverage of confidence intervals are close to the nominal

level for N = 500 and N = 1000. For N = 250 coverage is less satisfactory, with coverage

ranging from 89.7% to 92.5% for estimates of occupancy in state 1.
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Table 2: Bias and 95% confidence interval coverage probabilities for state occupation prob-

abilities for sample sizes of N = 250, 500 and 1000 subjects.

N = 250 N = 500 N = 1000
State Time Bias 95% CP Bias 95% CP Bias 95% CP

1 1 -0.00060 0.915 -0.00036 0.940 -0.00050 0.947
1 2 -0.00075 0.921 -0.00080 0.937 -0.00077 0.949
1 3 -0.00080 0.925 -0.00119 0.943 -0.00085 0.948
1 4 -0.00087 0.916 -0.00137 0.937 -0.00078 0.941
1 5 -0.00120 0.907 -0.00139 0.927 -0.00064 0.937
1 6 -0.00186 0.903 -0.00132 0.941 -0.00051 0.944
1 7 -0.00247 0.909 -0.00115 0.941 -0.00040 0.945
1 8 -0.00282 0.902 -0.00087 0.943 -0.00033 0.941
1 9 -0.00294 0.897 -0.00050 0.946 -0.00027 0.937
1 10 -0.00268 0.905 -0.00002 0.943 -0.00023 0.941
2 1 0.00051 0.926 0.00023 0.948 0.00045 0.945
2 2 0.00062 0.936 0.00049 0.943 0.00062 0.946
2 3 0.00071 0.935 0.00069 0.949 0.00060 0.948
2 4 0.00088 0.929 0.00070 0.954 0.00045 0.946
2 5 0.00135 0.938 0.00060 0.956 0.00027 0.946
2 6 0.00215 0.936 0.00045 0.966 0.00013 0.953
2 7 0.00285 0.933 0.00027 0.960 0.00005 0.947
2 8 0.00328 0.939 0.00003 0.959 0.00001 0.944
2 9 0.00347 0.946 -0.00025 0.962 0.00001 0.942
2 10 0.00330 0.947 0.00058 0.953 0.00003 0.947
3 1 0.00008 0.952 0.00013 0.948 0.00005 0.951
3 2 0.00012 0.949 0.00031 0.948 0.00015 0.948
3 3 0.00009 0.945 0.00050 0.950 0.00025 0.943
3 4 -0.00001 0.941 0.00067 0.951 0.00033 0.940
3 5 -0.00016 0.941 0.00079 0.945 0.00037 0.943
3 6 -0.00029 0.939 0.00086 0.944 0.00037 0.938
3 7 -0.00038 0.940 0.00088 0.949 0.00035 0.937
3 8 -0.00046 0.942 0.00084 0.944 0.00031 0.937
3 9 -0.00053 0.939 0.00075 0.942 0.00026 0.936
3 10 -0.00063 0.933 0.00061 0.940 0.00021 0.941
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2 Strategies for continuous covariates

In section 5.1 of the paper, it was noted that computation for models with continuous co-

variates may become intolerably slow due to the necessity to solve a separate system of

differential equations for every unique covariate pattern. Here, the accuracy of approximat-

ing continuous covariates by discretization is considered. A simple method is to coarsen

the covariates to reduce the number of unique covariate values. To investigate the possible

accuracy of this method we perform a similar simulation to Web Appendix 1 but let q12 be af-

fected by two continuous covariates. We consider three scenarios based on the distribution of

the covariates. In the first case we let the covariates be independent Normally distributed.

In the second case the covariates have a bivariate normal distribution such that they are

positively correlated. In the third scenario the covariates have a bivariate log-Normal dis-

tribution to consider the effect of skewness. In each case we partition the covariates into

100 clusters using the K-means clustering algorithm [2] by the R function kmeans. For a

sample size of N = 1000, optimization starting from the MLE of the corresponding time

homogeneous model takes around 2 minutes. In contrast, without coarsening, the model

takes 15 minutes to fit. Table 3 gives a summary of the difference in point estimate and

standard error estimates for a selection of parameters, based on 100 simulated datasets. In

all cases the difference between the estimates is small.

3 Programs for fitting nonhomogeneous models

Several existing packages from the statistical package R are used to fit the nonhomogeneous

models. Most notably deSolve [6], which provides a wrapper for the FORTRAN routine

LSODA, the general purpose ODE solver. The package fda [5] is used to provide B-spline

basis functions. When the Fisher scoring algorithm is not used optimization is performed
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Table 3: Difference between approximate and exact maximum likelihood estimates in the

presence of continuous covariates. Abs = Mean absolute difference in parameter values, Mean

= Mean difference in parameter values, SE = Mean relative difference between standard error

estimates.

Parameter
log (q12) β1 β2

Scenario Abs Mean SE Abs Mean SE Abs Mean SE
Independent, Normal 0.0052 -0.0001 0.0014 0.0046 0.0002 0.0061 0.0044 0.0014 0.0018
Correlated, Normal 0.0056 0.0009 -0.0001 0.0041 0.0001 0.0080 0.0052 0.0004 0.0046

Correlated, Log-normal 0.0049 -0.0006 0.0010 0.0073 0.0016 0.0094 0.0092 -0.0007 0.0084

either using the BHHH algorithm provided in the package maxLik [3] or else the BFGS

algorithm from optim.

The code accompanying this document contains functions to allow non-homogeneous

Markov models to panel observed data in fairly general circumstances. The user specifies a

function which for a particular value of time t and covariate vector z and parameter values

θ, outputs the generator matrix Q(t, z; θ) for the model. If derivatives are to be used in the

optimization process it should also output the array ∂Q(t, z; θ)/∂θ. As a simple example

consider the 3-state model used in Section 2. The generator matrix for this model has

corresponding R function:

intens <- function(t,z,x) {

q12 <- exp(x[1] + z[1]*x[10] + z[2]*x[11])

q13 <- exp(x[2])

q21 <- exp(x[3])

q23 <- exp(x[4])

u1 <- c(1,exp(x[5:7]))

u2 <- c(1,exp(x[8:9]))

us <- c(0,5,10)

us2 <- c(0,10)

smspl <- bsplineS(pmin(t,10),us,norder=3)

smspl2 <- bsplineS(pmin(t,10),us2,norder=3)

i12 <- q12*sum(u1*smspl)

i23 <- q23*sum(u2*smspl2)
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q <- rbind(c(-i12-q13,i12,q13),c(q21,-q21-i23,i23),c(0,0,0)) #Generator matrix

der <- array(0,c(3,3,11)) #Derivative of generator matrix

der[1,,1] <- c(-i12,i12,0)

der[1,,2] <- c(-q13,0,q13)

der[2,,3] <- c(q21,-q21,0)

der[2,,4] <- c(0,-q23,q23)

der[1,,5] <- c(-sum(c(0,u1[2],0,0)*smspl)*q12,sum(c(0,u1[2],0,0)*smspl)*q12,0)

der[1,,6] <- c(-sum(c(0,0,u1[3],0)*smspl)*q12,sum(c(0,0,u1[3],0)*smspl)*q12,0)

der[1,,7] <- c(-sum(c(0,0,0,u1[4])*smspl)*q12,sum(c(0,0,0,u1[4])*smspl)*q12,0)

der[2,,8] <- c(0,-sum(c(0,u2[2],0)*smspl2)*q23,sum(c(0,u2[2],0)*smspl2)*q23)

der[2,,9] <- c(0,-sum(c(0,0,u2[3])*smspl2)*q23,sum(c(0,0,u2[3])*smspl2)*q23)

der[1,,10] <- c(-i12*z[1],i12*z[1],0)

der[1,,11] <- c(-i12*z[2],i12*z[2],0)

list(q=q,qp=der)

}

Note that the parametrization needs to be such that values in (−∞,∞) are permissible

so that unconstrained optimization can be performed. Hence for the B-spline weights and

other transition intensities, the basic parameters represent the logarithm of these quantities.

Data are supplied in the form of vectors corresponding to state observed, time of obser-

vation and subject with a corresponding matrix of covariate values. A set of starting values

for the parameters need to be supplied. A good approach is to first fit a time homogeneous

Markov model to the data, for instance using the R package msm [4]. Starting values can

then be obtained by taking the parameters from the fitted homogeneous model and setting

the parameters corresponding to the spline effects to zero.

fit <- nhm(initial,npar=11,ncov=2,nstate=3,state=state,time=time,

subject=subject,covariates=cbind(cov1,cov2),grad=TRUE)

Here we specify grad=TRUE to show that the derivatives of the generator matrix are

provided. Executing the above command leads to the model being fitted using the Fisher

scoring algorithm. In some cases, particularly if a poor starting value has been chosen, the

Fisher scoring algorithm may fail to converge to a stationary point. In these cases, more

robust optimization methods which include a line search to choose the step size, can be used
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by selected. If we let damped=TRUE, Fisher-scoring with a line search is performed. If we

set f ishscore=FALSE then the BHHH algorithm is used. If grad=FALSE is selected then

the BFGS algorithm estimating gradients via finite difference approximations is used. The

relative and absolute tolerance limits used by the LSODA routine can be selected using the

variables rtol and atol respectively.

Data from disease models, such as the CAV example, have death as an absorbing state,

for which time of entry is known exactly. Moreover, end of follow-up may not coincide with a

clinic observation, leading to censored observations. These cases are allowed for in the code.

fit <- nhm(initial,npar=11,ncov=2,nstate=3,state=state,time=time,

subject=subject,covariates=cbind(cov1,cov2),grad=TRUE,censor=99,

censor.states=1:2,death=TRUE,death.states=3)

This would fit a model where entries in the state vector with code 99 are taken to mean

the patient is in either state 1 or state 2. death=TRUE indicates that entry times into the

absorbing state (state 3) are known exactly. It is also possible to have multiple absorbing

states with exact absorption times.

A more detailed worked example using simulated example data appears in the accompa-

nying code.
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