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1 Introduction

Will the labour party win the next election?

In part one of the course we introduced the idea of a pre-election poll, that might

be taken to try and predict in advance who will win an election. Political parties

may be interested in this information, so they know whether they need to campaign

harder! Media companies may be interested as these predictions are newsworthy.

In order to determine who will win the next election, we are interested in the

population proportion, θ, of people in the UK who will vote labour. Suppose (for

the sake of simplicity) that labour win the election if they get more than 50% of the

votes, i.e. θ > 0.5. Clearly, it is not feasible to ask everybody in the UK who they

will vote for, so we have to take a sample. Suppose we take a sample of 100 people,

and 53 say they will vote labour, what does this tell you about θ?

You would probably agree that a reasonable estimate of the population proportion

θ is the proportion of people in the sample who will vote labour — 53/100 = 0.53.

However, remember that whenever we estimate something from a sample, it is subject

to sampling variation — the idea that, if another researcher took a different sample

of 100 people, they would probably find a different proportion saying they would vote

labour, so the estimate of θ would be different (see Part 1). Then it could be the

case that the other researcher, in her sample of 100 people, finds that 46 will vote

labour, so gets an estimate for θ of 0.46. These estimates could lead us to believing

in different outcomes of the election, if we are not careful. How do we take account
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of the instability in our estimates of θ?

There are methods available to predict the nature of sampling variation, in the

sense that we know, for a given sample size and method of estimating θ, just how bad

the estimates could be. In this part of the course, we will use this idea to describe our

uncertainty about an estimate of a parameter. When we estimate θ from a sample,

we have uncertainty about what the value of θ is, so perhaps it doesn’t make much

sense to report a single number — we may want to give an interval, in which we are

fairly confident θ resides. Therefore, it is useful to construct what we call confidence

intervals, which are introduced in this part.

Suppose a newspaper claims that the proportion of people that will vote labour

is 75%, but there are concerns over the validity of this claim. Therefore, we may

want to test whether the evidence we have available supports this claim or not, i.e.

ask, is θ = 0.75 or not? Hypothesis Testing is a method where we can provide an

answer to such a question. In general, hypothesis testing is useful where we want to

decide between two statements, in this case, ‘the newspaper’s claim is valid’ or ‘the

newspaper’s claim is not valid’. It provides us with evidence that may lead us to

accept one statement or the other.

There are three main objectives to this section:

1. To introduce the sampling distribution.

2. To demonstrate how confidence intervals are constructed and what they mean.

3. To introduce hypothesis testing, and when it might be used.

2 Sampling Distribution

In Part 3 of the course we looked at the case where we know the distribution that

the data has come from, and the parameters of the distribution. We can use this

information to calculate probabilities of seeing different data. For example, if X is

the number of heads in n = 20 tosses of a fair coin, then X ∼ Binomial(20, 1/2).

However, suppose Y is the number of people voting labour in a random sample of 100
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people, with θ the proportion voting labour in the population. A binomial distribution

would be reasonable here, but what do we put in as the value for θ?

In general, even if we know the distribution the data follows, it is very unusual to

know in advance the parameters of the distribution. The solution to this problem is

to estimate the parameters from the data. So, in the voting example, if amongst the

100 people there were 53 voting labour, our estimate of θ would be 0.53. How close

do we expect this estimate of θ to be to the population (or true) value of θ?

The coin tossing example is very useful for introducing the concepts of this section.

Suppose I take a biased coin, toss it n = 20 times, and record the number of heads.

Perhaps you would agree that an estimate of θ, the probability of getting a head,

would be the proportion of heads we get, i.e.

θ̂ =
Number of heads

20

where θ̂ is the estimate of θ, pronounced ‘θ-hat’.

Exercise 1. Suppose many different people carry out this experiment, i.e. each person

tosses the coin n = 20 times, and calculates θ̂ from their sample. Explain why you

would not expect to each person to get an identical value for θ̂. It may help to try the

experiment yourself.

Here are some results from ten people performing the coin tossing experiment:

Person Number of Heads Estimate θ̂

1 11 0.55

2 7 0.35

3 9 0.45

4 9 0.45

5 8 0.40

6 6 0.30

7 10 0.50

8 11 0.55

9 11 0.55

10 8 0.40
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Since different results for θ̂ can be obtained from different experiments, we think

of our estimate of θ as something random. We therefore use Θ̂ to describe the random

estimator of θ (that depends on which sample we use), and θ̂ is a specific value of

Θ̂ (i.e. calculated from a specific sample).1 Because Θ̂ is random, we can use a

distribution to explain the way it behaves (we introduced distributions in Part 3).

A distribution that describes the estimates of θ we obtain from different samples is

called the sampling distribution of Θ̂. It describes the sorts of values of θ̂ we should

expect to see.
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Figure 1: Estimates of θ for 1000 coin tossing experiments, where each experiment

involves tossing the coin 20 times

Figure 1 is a histogram of the estimates of θ (the θ̂s) obtained by 1000 people

1Remember the convention: capital letters for things that are random, lower case letters for

specific values. The symbol Θ is the upper case version of θ.
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doing the coin tossing experiment described above. Each person calculates a value θ̂

based on their own sample.

Exercise 2. Look at Figure 1. Suppose that Jane does the experiment, and gets θ̂ =

0.30, and Steve does the experiment, and gets θ̂ = 0.55. After the experiment, Jane

believes ‘tails are more likely than heads’, while Steve believes ‘heads are more likely

than tails’. They do not understand how they have reached contradictory conclusions

on the same coin. How could it be explained? How might Steve and Jane find out

who has reached the correct conclusion?

Let’s take a look at the effect of increasing sample size. In this example, the

sample size, n, is the number of times we toss the coin in each experiment. In Figure

2 we look at what happens to the sampling distribution of our estimator Θ̂, as we

increase the sample size (i.e. number of coin tosses that each person carries out). So,

for each histogram in the figure, 1000 people have each tossed the coin n times, and

from the number of heads we have calculated θ̂.

Exercise 3. Looking at Figure 2, what is the effect on the sampling distribution of

increasing the sample size? What do you think the true value of θ is, and which of

the histograms helped the most in guessing what the true value is?

In fact, the variability of the sampling distribution decreases as the sample size

increases. An estimator that has this property is called consistent.

Suppose the true value of θ is 0.4 (you probably guessed this already). We can

see from Figure 2 that our sample statistic θ̂ seems to give the right answer for

θ on average. The mean of the sampling distribution is 0.4 — the true value of

the parameter we are trying to estimate. An estimator with this property is called

unbiased.

Exercise 4. Suppose you are interested in the proportion of people in the population

that will vote labour at the next election (for example, you may be working for the

media, and wishing to predict the outcome of the election). You take a random sample

of the population to learn about this proportion. Explain why you would want the

sample to be as large as possible. Use Figure 2 to help you answer this question.
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Figure 2: Estimates of θ for 1000 coin tossing experiments, where each experiment

involves tossing the coin n times. Each histogram considers a different value of n.



2.1 The Sampling Distribution of the Sample Proportion 7

2.1 The Sampling Distribution of the Sample Proportion

If the true probability of, say observing heads on a toss of a coin is 1/2, what propor-

tion of heads would we expect to see in n tosses? Would we expect to see a proportion

close to 1/2, such as 0.46, 0.51, 0.48? Or may we see a proportion further away from

1/2, such as 0.18, 0.66, 0.37?

Exercise 5. Look at Figure 2. For the coin in question (with θ = 0.4), would it be a

surprise to get θ̂ = 0.3, based on a sample of 10 coin tosses? Would it be a surprise

to get θ̂ = 0.3, based on a sample of 1000 coin tosses?

It is clearly useful to have some way of expressing the variability we can expect to

see in an estimate of a proportion, θ. This will give an indication of how reliable an

estimate is — how close we expect it to be to the true value of θ. We measure this

using the variance, or standard deviation.

The variance of the sampling distribution is related to

• The variance of one unit (i.e. how much an individual measurement can vary

by).

• The sample size.

In fact, the variance of the sampling distribution is σ2

n
, where σ2 is the variance

of one unit, and n is the sample size.

Exercise 6. This means that if the variance of one unit is large, the variance of the

sampling distribution estimating θ is large. Why does this make sense?

It also means the variance of the sampling distribution decreases when the sample

size decreases. Does this agree with what we saw in Figure 2?

The variance of an individual Bernoulli trial is θ(1− θ) where θ is the population

proportion. Therefore, the sampling distribution of a sample proportion has mean

= θ and variance = θ(1−θ)
n

. The standard deviation of a sampling distribution is called

a standard error. If θ is not known, the standard error or variance is calculated using

θ̂ in place of θ. The mean of the sampling distribution of the sample proportion is θ,

because Θ̂ is unbiased.
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So, if in 20 tosses of the coin we observed 14 heads, the estimate of θ is θ̂ = 0.7

and the standard error of the sampling distribution is

√
θ̂(1−θ̂)

n
=

√
0.7(1−0.7)

20
= 0.102.

This gives us two useful pieces of information — the estimate of the probability of the

coin showing heads, and the standard error, which gives an indication of how precise

the estimate is. The smaller the standard error, the more precise the estimate.

Exercise 7. To find out the proportion of people voting labour in the next election,

you take a sample of 100 people, and 53 of them say they they will vote labour. What

is your estimate of the proportion of people who will vote labour in the next election?

What is the standard error of the sampling distribution?

It is helpful for the later sections of this part of the course (confidence intervals

and hypothesis testing) to approximate the sampling distribution of Θ̂ by a normal

distribution:

Θ̂ ∼ N

(
θ,

θ(1− θ)

n

)
It is useful because if we know the distribution, we can calculate probabilities. When

is this an accurate description of the sampling distribution, and when is it not?

Exercise 8. Figure 3 gives some histograms of typical values of θ̂ obtained from

experiments with differing sample sizes, and differing true values of θ (which are given

in the caption). 1000 experiments have been carried out to construct each histogram.

Normal distribution curves have been superimposed. For which situations would you

recommend the normal distribution could be used? In cases where you would not

recommend its use, try to explain what has caused the difference between the sampling

distribution and the normal distribution.

2.2 The Sampling Distribution of the Sample Mean

In Part 2 we used an example in which we recorded the weight of newborn babies.

Suppose the weight of a newborn baby has mean µ = 3300 grams and standard

deviation σ = 500 grams. Suppose that 100 different researchers all decide to find

out about the mean weight of newborn babies. They each take a sample of 50 babies,
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Figure 3: Sampling distributions for different true values of θ and different sample

sizes, n. Normal curves superimposed.
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and calculate the sample mean of their weights. Do we expect all researchers to obtain

the same sample mean?

No — sampling variation means that each researcher will obtain a different value

for the sample mean. How close these sample means are to the real mean depends

on the sampling distribution of the mean. Figure 4 gives a histogram of the sample

means that may be obtained by the 100 researchers.
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Figure 4: Values of the sample mean of the height of a newborn baby, obtained from

100 different samples of 50 babies.

Call the sample mean X̄ (using a capital letter as we get different sample means

from different samples), and a sample mean calculated from some specific sample x̄

(so x̄ is a number). Then, the random estimator X̄ has mean µ and standard error
σ√
n
.
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Exercise 9. How does the standard error of the mean relate to the standard deviation

of one unit (e.g. the weight of one baby)? How does it relate to the sample size?

Similarly to the sampling distribution of the sample proportion, the sampling

distribution of the sample mean is normal provided the sample size, n, is large enough,

X̄ ∼ N

(
µ,

σ2

n

)
We will call a sample mean calculated from a specific sample, x̄.

Exercise 10. Explain the difference between standard deviation and standard error.

Exercise 11. Is the sample mean unbiased? Is it consistent?

The similarity of the sampling distribution of the sample mean to the normal

distribution is a consequence of an important result in statistics called the Central

Limit Theorem. This is a very general result — in fact all sampling distributions

look like normal distributions when the sample size is large enough (subject to some

other technical conditions). It is exactly the same result that causes the sampling

distribution of the sample proportion to be close to normal (under the conditions

given). Importantly, the distribution of the data itself does not matter — the sampling

distribution of the sample mean will always be normal when the sample size is large

enough. For example, in Part 2 we looked at a sample of n = 44 babies’ birthweights,

and obtained a histogram like the one in Figure 5. So the data itself is skewed to the

left, and hence not normal. However, if we collected 44 babies’ birthweights every day

for a year, for example, the histogram of the sample means would still look normal.

Exercise 12. Calculate the standard error of the sample mean if σ2 = 5 and n = 50.

Repeat the calculation for the same σ2, but n = 500. Comment on the results, and

explain why it is desirable to have small standard errors.

Exercise 13. Which is larger, the uncertainty of the weight of a baby, or the un-

certainty of the true mean estimated from a sample of n = 100 babies? Would the

uncertainty of either of these be different if n = 1000?

Finally, the sampling distribution depends on the parameter that we are estimat-

ing.
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Exercise 14. Look at Figure 5. Suppose that, instead of estimating the mean, we

were interested in the median of the birthweights. Would the sampling distribution

of the sample median be the same as the sampling distribution of the sample mean?

(i.e. would their means and standard errors be the same or different?)

3 Confidence Intervals

We return to our voting example — we are interested in whether labour will win the

next election. Having asked 100 people who they will vote for, 53 said they would

vote labour. Therefore, our estimate of the population proportion θ voting labour is

θ̂ = 0.53.

Exercise 15. Looking at Figure 2, given θ̂ = 0.53, and n = 100, is it reasonable to

believe that actually, θ = 0.4? What if θ̂ = 0.53 and n = 10? What if θ̂ = 0.53 and

n = 1000?

So, sampling variation is present, which is represented by the sampling distribu-

tion. This means there is uncertainty about this prediction, and indeed we do not

really know what the true value of θ is (it may be θ = 0.4, but could also be θ = 0.5,

θ = 0.61, etc). However, we still need to obtain some useful information from our

survey. How do we produce a useful answer to the question ‘What is θ?’, given our

estimate, and the sampling variation that is present?

Given an estimate θ̂, we will believe that the true value of θ is ‘close’ to θ̂. How

close we think θ is will depend on the sample size (see Exercise 15). A useful solution

to this problem is to give an interval — a range of values in which we believe θ will

lie.

Exercise 16. For the voting example (θ̂ = 0.53, n = 100), it is actually possible that

the true value of θ is 0.99. Suggest how this situation may arise. What interval (or

range of values) would we have to give to be certain that the interval contains the true

value of θ, given our estimate θ̂ = 0.53 from the sample? Is such an interval a useful

answer to the question, ‘what is θ’?
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An interval that tells us something useful about the true value of θ must therefore

‘trade-off’ between two things. If we want to be certain the interval contains θ, it

will have to be very long, which would not tell us anything particularly useful (see

Exercise 16). If the interval is too short, it is likely not to contain the true value of

θ, which is also not particularly useful!

A confidence interval is an interval whose length is chosen so that the true value

of θ will be inside the interval a certain proportion of the time. A common choice for

this proportion is 95%, with the interpretation that in the long run, 95% of all such

confidence intervals constructed will contain the true mean. We choose the location

of the confidence interval based on our estimate θ̂, so the accuracy of the confidence

interval depends on the accuracy of θ̂. We compensate for this by making a confidence

interval based on a poor estimate of θ̂ wider.

Exercise 17. Look at Figure 2. Would a confidence interval for θ based on a sample

of n = 10 be wider or narrower than n = 1000? Why?

Exercise 18. Suppose that one researcher has carried out the election survey detailed

above — sampling 100 people and getting an estimate of the proportion of people voting

labour as θ̂ = 0.53. Another researcher samples 100 people and finds the estimate to

be θ̂ = 0.46. At first impression these researchers may make opposite conclusions

about what the outcome of the election will be — the first believing that labour will

win, the second that labour will lose. How can using confidence intervals allow them

to avoid making contradictory claims?

In order to see how a confidence interval works, consider a sample mean (like in

the birthweight example). From the previous section, we know the distribution of

the sample mean — it is (approximately) normal with mean µ and variance σ2/n.

Now suppose for a moment that we know the true value of the mean, µ say, and the

variance, σ2. Now, if we have a specific sample of size n, we can calculate a sample

mean, x̄.

It turns out that if we make an interval with lower boundary x̄ − 1.96 × σ/
√

n,

and upper boundary x̄ + 1.96× σ/
√

n, it contains the true mean µ, 95% of the time.

We will now show why this is true.
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Exercise 19. Suppose X ∼ N(m, s2). Show that the probability of X being between

m− 1.96× s and m + 1.96× s is 0.95.

HINT: Part 3, Section 4.2 will help here.

In Figure 6 we have considered the idea of many different researchers collecting

a sample of size n and calculating x̄. From the exercise, we know that the sample

mean X̄ is within the interval (µ− 1.96× σ/
√

n, µ + 1.96× σ/
√

n) with probability

0.95. Referring to Figure 6 this means that X̄ is in the grey area with probability

0.95. We can see that, when a specified x̄ is in the grey area, the interval (x̄− 1.96×
σ/
√

n, x̄ + 1.96× σ/
√

n) contains µ. If a specified x̄ is outside the grey area, it does

not contain µ. Therefore, approximately 95% of the intervals contain µ, as this is the

probability of X̄ being inside the grey area.

For a specified x̄, we call (x̄ − 1.96 × σ/
√

n, x̄ + 1.96 × σ/
√

n) a 95% confidence

interval for µ. Notice that X̄ is random (it changes if a different sample is taken), so

the position of the confidence interval is random (see Figure 6).

Now let’s work through an example of constructing a confidence interval. Suppose

we are interested in the proportion of voters who will vote labour in the next election.

We take a random sample of n = 1000 voters, and 378 declare that they will vote

labour. Hence, the sample proportion voting labour is θ̂ = 0.378. The 95% confidence

interval is (θ̂−1.96×SE, θ̂−1.96×SE), where SE is the standard error. From Section

2.1 the standard error of a sample proportion is SE =
√

θ(1−θ)
n

. We do not know θ

but we can estimate it by θ̂, so the standard error is

SE =

√
θ̂(1− θ̂)

n
=

√
0.378(1− 0.378)

1000
= 0.015

so the confidence interval is

(θ̂−1.96×SE, θ̂−1.96×SE) = (0.378−1.96×0.015, 0.378+1.96×0.015) = (0.348, 0.408)

This means that there we are 95% confident that the true proportion θ is between

0.348 and 0.408. Another interpretation of this: if 20 researchers took different sam-

ples of 1000 people and calculated 95% confidence intervals for the true proportion

θ, we would expect, on average, one of the researcher’s intervals not to contain the

true parameter.
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Figure 6: Illustrating how confidence intervals are constructed, and why they work.

The sampling distribution of x̄ is given at the top. The grey region is within 1.96

standard errors of the true mean µ, which is denoted by the dotted line. Each point

corresponds to the sample mean calculated by one researcher, on a sample of size n.

The lines through the points then corresponds to the 95% confidence intervals.
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Exercise 20. Suppose we are interested in the mean height of all newborn babies. In

a random sample of n = 40 babies, the sample mean is x̄ = 57cm. Given that we

already know the standard deviation of the heights is σ = 2.6cm, find a 95% confidence

interval for the population mean height. Explain what the result means.

HINT: use the formula (x̄− 1.96σ/
√

n, x̄ + 1.96σ/
√

n)

It is somewhat unrealistic to suppose that we know in advance the population

standard deviation, when we do not know the population mean! Provided the sample

size, n, is large enough (e.g. n > 30) using the sample standard deviation from the

data instead is perfectly fine. When the sample size is smaller, we must account for

the fact that we have estimated the standard deviation — methods for doing this will

be studied in more advanced courses.

4 Hypothesis Testing

Exercise 21. Suppose a friend offers you a bet on a pack of standard playing cards.

(A pack of playing cards consists of 52 cards, 26 red and 26 black). She offers you the

following bet:

‘Pick any card from the deck. If it is black, I will pay you 1 pound. If it

is red, you pay me 50p.’

This sounds like a good bet. However, the first card you draw is red, so you must

pay your friend 50p. Confident you will win in the long run, you play again — your

friend replaces the card from the last time and shuffles the deck. Again the card you

pick is red, so you pay your friend 50p. You keep playing, but time and time again

you turn up a red card. The question is: At what point do you begin to think that

your friend is cheating?

You may have some intuition about the question above. Hypothesis testing pro-

vides us with statistical tools to answer it.

In the hypothesis testing approach, we consider two statements — called hypothe-

ses. We have a null hypothesis and an alternative hypothesis. The role of the null

hypothesis is to give us a reference — at the beginning of a hypothesis test it is what
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we would believe to be true, before collecting any data. we then collect some data,

and see whether it fits with the null hypothesis. If it does, we do not reject the null

hypothesis, as there is no indication that anything else is going on. If the data does

not appear to fit the null hypothesis, we reject it, and accept that the alternative

hypothesis is a better explanation of what we have seen.

Considering the example in Exercise 21, our null hypothesis, which we call H0,

would be that our friend is not cheating — as this is what we would believe in

advance of playing the game. The alternative hypothesis, H1, is then that our friend

is cheating. We write this as follows:

H0 : Our friend is not cheating

H1 : Our friend is cheating

As we use the null hypothesis as a reference, it must be a statement that specifies

a distribution for the data, along with parameters. In this case, we could consider the

probability that we draw a black card — call this θ. Then, under the null hypothesis

that no cheating is going on, i.e. a proper deck of cards is being used, we would

have θ = 1/2, since there should be an equal chance of selecting either a red or a

black card. If our friend was cheating, she would have manipulated the cards so that

θ < 1/2, so that we have less chance of drawing a black card.

Exercise 22. Why is the situation ‘θ > 1/2’ not relevant to consider in this case?

Using the null hypothesis as a reference, we can then calculate the point at which

we would become suspicious.

Exercise 23. Assuming that the null hypothesis is true, and that each card draw is

independent of the previous card draws, calculate the probability of drawing 1, 2, 3,

4, 5 and 6 red cards in a row. In a hypothesis test, we often reject the null hypothesis

when it leads to a probability less than 0.05. After how many red cards should we

reject the null hypothesis?

In general, we determine whether an observed value is reasonable depending on

where it appears in the sampling distribution of the estimator of the parameter.
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Exercise 24. The card drawing example is a special case of this rule. Suppose we

draw five red cards in a row. Under the null hypothesis, what is the distribution of the

number of red cards we should have obtained after five draws? What is the probability

of obtaining five red cards, under the null hypothesis? Explain how this corresponds

to the sampling distribution Θ̂, the estimator of the probability of a black card. Look

at Figure 3. Would a normal distribution be a good approximation of the sampling

distribution in this case?

We now consider an example with a larger sample size, so that the sampling dis-

tribution of the estimators can be approximated accurately by a normal distribution.

Exercise 25. Suppose we toss a coin 1000 times, and observe 534 heads. Let θ be the

true probability of obtaining heads on the coin. We wish to test whether the coin is

fair or not, so construct a hypothesis test. What should the null hypothesis be? (Hint:

remember, we will be using this as a reference later, so we need to be able to provide

a distribution with values for the parameters.) What should the alternative hypothesis

be?

From the previous exercise, our hypothesis test becomes

H0 : θ = 1/2

H1 : θ 6= 1/2

Figure 7 shows what the sampling distribution for Θ̂ would look like if we assume

H0 is true. So, we assume θ = 1/2 so that Θ̂ has a normal distribution with mean

0.5 and standard error
√

0.5(1−0.5)
1000

= 0.016, when we have tossed the coin 1000 times.

Exercise 26. Look at Figure 7. Would it be reasonable to observe θ̂1 = 0.52 if the

null hypothesis was true? Would it be reasonable to observe θ̂1 = 0.44 if the null

hypothesis was true?

Informally, observing a value in the tail of the sampling distribution for Θ̂ under

the null hypothesis often leads us to reject the null hypothesis as false, and hence

accept the truth of the alternative hypothesis.
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Figure 7: The sampling distribution of Θ̂ assuming that H0 is true, i.e. θ = 1/2, and

we have tossed the coin 1000 times (n = 1000).
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More formally, we decide how unlikely a value θ̂ is to have occurred by calculating

the probability of observing a value as extreme, or more extreme than θ̂, using the

distribution for Θ̂ under the null hypothesis. This probability is called a p-value. The

tricky thing here is deciding what we mean by ‘more extreme’. We need to decide

whether to include the probability on the opposite side of the sampling distribution.

To clarify this, look at Figure 8. In the left-hand panel, we do not include the

probability on the other side of the graph — this is called a one-tailed test. In the

right-hand panel, we do include the probability on the other side of the graph — this

is called a two-tailed test.
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Figure 8: The probability to include in the p-value calculation of the point × — left,

one-tailed test; right, two-tailed test.

Whether to conduct a two-tailed test or a one-tailed test depends on the form of

the alternative hypothesis H1. If H1 says, for example, ‘the coin is not fair’, we are

not stating whether we believe heads are more or less likely than tails. In this case, a

two-tailed test is appropriate. If H1 had been ‘the coin is biased towards heads’, we

are explicitly saying that we are testing whether the probability of a head is greater

than 1/2. In this case, a one-tailed test applies.
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Exercise 27. In the card selection example of Exercise 21, would the required hy-

pothesis test be one-tailed or two-tailed?

So, our original question is whether a sample proportion θ̂ = 0.534 from 1000

tosses is consistent with a fair coin or not. Assuming H0 then (i.e. θ = 1/2), the

sampling distribution of Θ̂ with n = 1000 is normal with mean θ = 1/2, and standard

error
√

θ(1−θ)
n

= 0.016.

We are interested in the p-value

p = 2× Pr[Θ̂ > 0.534]

where the 2 appears because the test is two-tailed, and the normal distribution is

symmetric so we only need to calculate the area in one of the tails, and double it.

Now we standardise using the usual techniques for the normal distribution intro-

duced in Part 3:

p =2× Pr

Z >
0.534− θ√

θ(1−θ)
n


p =2× Pr[Z > 2.125]

Now, you may need to draw a picture to convince yourself that the probability

required is one minus the one in the normal probability table, so

p =2× (1− 0.983)

p =0.034

So seeing a sample proportion as far from 1/2 as 0.534 seems quite unlikely if we

assumed the coin was fair, because this value is in the tail of the sampling distribution

for the sample proportion, and the p-value is very small. This casts doubt on our

assumption that the coin is fair.

In fact, it is common to adopt rules, based on the p-value, that allow us to ‘reject’

the null hypothesis. A common rule is ‘reject H0 if p is less than 0.05’. If we adopted

this rule, then in this case we would reject the null hypothesis, and accept that the

coin is not fair, because 0.034 < 0.05. The value p = 0.05 is called the critical p-

value, pcrit, for the test. So, our conclusion after carrying out the hypothesis test is
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that we reject the hypothesis that the coin is fair, so have reason to believe that the

coin is biased. In other words, we believe the null hypothesis is false, and hence the

alternative hypothesis must be true.

Take care when making conclusions from hypothesis tests. There are two ac-

ceptable conclusions only. If p is small enough, we can reject H0 and accept the

alternative, H1. However, if p is larger than pcrit, it is not said that H0 is accepted.

Instead, we say that there is insufficient evidence to reject H0. The next exercise

should help to clarify this.

Exercise 28. Can you see why we do not say that H0 is accepted? Consider the

same situation as in the example above, but suppose now we toss a coin 100 times,

and observe 53 heads. Carry out a hypothesis test on whether the coin is fair or not.

Is p < 0.05? Is θ̂ similar to its value in the above example?

The following question allows you to think about constructing a hypothesis test

from scratch.

Exercise 29. A biologist claims that the mean length of a species of lizard living on

Island Z is 40cm. Describe how you would go about testing such a claim.

HINT: Think about collecting a sample, and the null and alternative hypotheses

you would use.

Now, let’s return to the situation we considered in the introduction.

Exercise 30. Suppose a newspaper claims that the proportion of people that will vote

labour in the next election is 75%, but there are concerns over the validity of this

claim. Suppose you sample 750 people, and find that 536 people in the sample say

that they would vote labour. Carry out a hypothesis test to determine whether there

is any evidence against the claim made by the newspaper.

Unfortunately, when using hypothesis testing it is possible to reject the null hy-

pothesis when the null hypothesis is actually true. The probability of making this

error is equal to pcrit. Why is this?
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In our coin tossing example, assume that the null hypothesis is true, i.e. the coin

is fair. If 1000 experimenters toss the coin 1000 times, the number of heads they

observe, and hence their estimate θ̂, will vary from experimenter to experimenter.

Some of the experimenters will observe unusual values of θ̂, right out in the tails of

the sampling distribution. However, it is unusual values that lead us to reject the null

hypothesis! If we reject a hypothesis if p < 0.05, this means that, if 20 researchers

carried out a hypothesis test when H0 was actually true, on average we would expect

one of the researchers to end up rejecting H0.

This can be related back to confidence intervals. When an experimenter observes

a value in the tail of the sampling distribution, we get p < 0.05, and so the null

hypothesis is rejected. Looking back at Figure 6, this corresponds exactly to the

situation where a 95% confidence interval does not contain the true parameter. So,

on the one hand we know that 5% of the time when the null hypothesis is true, it is

rejected incorrectly (when we use the ‘p < 0.05’ rejection rule). On the other hand,

5% of the time when a 95% confidence interval for a parameter is constructed, it

does not contain the true value of the parameter. When the null hypothesis is true,

the occurrence of these two events coincides exactly. So there is a deep relationship

between confidence intervals and hypothesis testing.

It is also possible to fail to reject the null hypothesis, even though the null hypoth-

esis is false. This is usually because of a lack of evidence (or power) — we generally

only reject the null hypothesis when we are sufficiently convinced that it is false.

Looking again at Exercise 28 should help convince you of this.

In certain situations, we may use different critical p-values, as we may wish to

either:

1. Have a small risk of rejecting H0 when H0 is true (this is called a Type I Error).

2. Have a small risk of failing to reject H0 when H0 is false (this is called a Type

II Error).

If we use a rule with a very small critical p-value, we are very unlikely to make a

Type I error, but we are more likely to make a Type II error. If we use a rule with a

large critical p-value, we are more likely to make a Type I error, but we are less likely
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to make a Type II error.

To see why, consider the coin tossing example. Suppose we are testing the null

hypothesis that the coin is fair (i.e. θ = 1/2). Suppose that, in reality the coin

is slightly biased, θ = 0.6. We toss the coin n = 100 times and actually observe

θ̂ = 0.61. The sampling distribution under the null hypothesis is N(0.5, 0.0025),

(0.5× 0.5/100 = 0.0025). Now, the probability of observing something as extreme as

θ̂ = 0.61 under the null distribution is

2× Pr[Θ̂ ≥ 0.61] =2× Pr

[
Z ≥ 0.61− 0.5√

0.0025

]
=2× Pr[Z > 2.2]

=0.028

So if we reject H0 when p < 0.05, here we would reject H0 and accept that the coin

is not fair. However, if we rejected H0 only when p < 0.01, here we would not reject

H0, and so we would make a Type II error.

On the other hand, suppose we got the same result from 100 tosses of a fair coin,

θ̂ = 0.61. So, in this case, rejecting H0 (which happens for example when p < 0.05)

leads to a Type I error. However, if we use p < 0.01 as the critical value, we do not

reject H0 and hence we get the correct result.

So, there is a trade-off between these two kinds of errors we can make. The severity

of making each of these errors depends on the situation, and thinking about this can

help us choose the rejection rule for our hypothesis test.

Exercise 31. Suppose we are testing a treatment for a disease, and we have con-

structed a hypothesis test so that we have

H0 : The treatment does not work

H1 : The treatment works

If the disease was not serious, and the drug was very expensive, would we prefer a

small Type I error, or a small Type II error? If the disease was life-threatening and

the drug was cheap, would we prefer a small Type I error, or a small Type II error?
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This section has given only a flavour of the kinds of things we can do with hypoth-

esis tests. They can be used to answer far more general questions, such as finding

differences between two different populations (e.g. males and females).

5 Summary

This part of the course has introduced the idea of estimating parameters, and talked

about the fact that we are uncertain about the true (or population) values of these

parameters. A useful way to express this uncertainty is by giving an interval that is

likely to contain the true parameter, rather than just giving a point estimate. We

called such an interval a confidence interval.

We may also be interested in whether a parameter is a specified value. For exam-

ple, we may wonder whether a coin is fair, i.e. the probability of a head is 1/2. We

can test such a claim using hypothesis testing.

Some of the key terms introduced in this part of the course are:

• Sampling Variation: the differences between two samples of the same size, taken

from the same population.

• Population Statistic: a usually unknown quantity such as a mean or a proportion

that is the true value in the population.

• Sample Statistic: an estimate of a population statistic based on a sample.

• Estimate: a specific value of a sample statistic derived from a specific sample.

• Estimator : a random quantity that expresses the kind of estimates we may see

for a particular population statistic.

• Sampling Distribution: a distribution that describes the kind of estimates we

may see for a particular population statistic.

• Standard Error : The standard deviation of an estimator.

• Consistency : an estimator is consistent if the standard error of its sampling

distribution decreases when the sample size increases.
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• Unbiasedness : an estimator is unbiased if the expectation of its sampling dis-

tribution equals the true value of the population statistic.

• Confidence Interval : a 95% confidence interval is an interval that contains the

true population statistic 95% of the time. If a large number of confidence

intervals are constructed, we expect that 95% of them will contain the true

population statistic.

• Hypothesis : a statement of belief. We use statistics to investigate whether it is

true or false.

• Null Hypothesis : a statement that the parameter of interest takes a particular

value.

• Alternative Hypothesis : a statement that the parameter of interest takes differ-

ent values to the value specified by the null hypothesis.

• Hypothesis Test : a test to determine which of the null and alternative hypothe-

ses should be believed.

• p-value: the probability of observing something as extreme, or more extreme,

than our current estimate, under the null hypothesis.

• Type I Error : Rejecting the null hypothesis when the null hypothesis is actually

true.

• Type II Error : Failing to reject the null hypothesis when the null hypothesis is

false.

A Hints and Answers to Exercises

Exercise 1 Different people will get different values of θ̂ because of sampling variation.

To see an extreme example, if each person tossed the coin only once, they would either

get a head, and estimate θ̂ = 1, or a tail, and estimate θ̂ = 0.
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Exercise 2 Neither of their experiments are actually conclusive about whether

heads is more likely than tails. In Figure 1 the true value of θ is 0.4 (i.e. tails is more

likely than heads) but it is perfectly possible to get θ̂ = 0.5. We could find out who’s

conclusion is correct by tossing the coin a much larger number of times, to get a more

reliable estimate of θ.

Exercise 3 Increasing the sample size leads to decreased variability in the sampling

distribution of Θ̂. In other words, estimates θ̂ based on a larger sample size are more

likely to be close to the true value of θ. θ = 0.4, and the plot with n = 10000 from

Figure 2, bottom right, is the most useful in telling us this, because the sampling

distribution has the least variability.

Exercise 4: We can see from Figure 2 that as the sample size increases the vari-

ability of the sample proportion decreases. So in general, for a larger sample size we

expect our estimate of the proportion to be closer to the true proportion.

Exercise 5 For a sample of n = 10 it would not be a surprise to see θ̂ = 0.3. The

histogram is positive in this area in Figure 2. However, it would be a surprise to see

this result if n = 1000, since looking at the histogram in Figure 2 for this situation,

values this far from 0.4 do not generally occur.

Exercise 6

If the variance of an individual unit is very large, it means there is a lot of uncer-

tainty in the data. Knowing the data we have already seen tells us very little about a

new unit, because they would all be so different! This translates into high uncertainty

about the parameter we are estimating — the data being very spread out means we

have a poor idea of what the average actually is. On the other hand, if the variance

is very small, there is little uncertainty in the data. This translates into us being able

to predict the parameters more accurately.

The decrease in variance of the sampling distribution when the sample size in-

creases agrees with the results of Figure 2.
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Exercise 7: The estimate of the proportion is the sample proportion, θ̂ = 53/100 =

0.53. The standard error of the estimator is

√
θ̂(1−θ̂)

n
=

√
0.53

(1−0.53)
100 = 0.0499.

Exercise 8 When n = 5, the histogram is too rough to be well approximated by the

normal distribution, for all the values of θ. When n = 25, the normal approximation

is good for θ = 0.3 and 0.7 but not as good for θ = 0.1 and 0.9. This is because the

sampling distribution is skewed for θ = 0.1 and 0.9, but the normal distribution is

symmetric. For n = 100, the normal approximation seems to be good for all values

of θ.

Exercise 9 The standard error of the mean is σ/
√

n. The standard deviation of

one unit is σ, so the standard deviation of one unit is proportional to the standard

error of the mean (i.e. if the standard deviation of one unit is larger, the standard

error of the mean will also be larger). The sample size is n, so as the sample size

increases, the standard error of the mean decreases.

Exercise 10: Standard deviation is a general measure of uncertainty. The standard

error is a special case — the standard deviation of an estimator is called the standard

error.

Exercise 11: The sample mean is unbiased because the mean of its distribution is

µ, the true mean. It is consistent because the variance has an n in the denominator

which means the variance gets smaller when the sample size, n, gets larger.

Exercise 12: The standard error of the sample mean is SE=
√

σ2/n, so for n = 50,

SE=
√

5/50 = 0.32, and for n = 500, SE=
√

5/500 = 0.1. The standard error is

smaller for larger sample size, n. This follows from the sample mean being a consis-

tent estimator. Small standard errors mean that in general, our estimates are closer

to the true population mean.
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Exercise 13: The uncertainty of the weight of a baby is larger than the uncertainty

about the mean weights of the babies. The uncertainty about the mean weight gets

smaller when the sample size gets larger, while the uncertainty about the weight of

an individual baby remains the same.

Exercise 14 No. For example, looking at Figure 5, the sample median will gen-

erally be smaller than the sample mean, because the data is left skewed. Therefore,

the mean of the sampling distribution of the sample median will be smaller than the

mean of the sampling distribution of the sample mean.

Exercise 15 For n = 100, this is fairly reasonable, since values of θ̂ as extreme as

0.53 have been observed (but not very many). For n = 10, this is clearly reasonable

— we see values further from 0.4 than this quite often. For n = 1000, this would not

be reasonable, as if θ = 0.4 we do not typically see estimates like θ̂ = 0.53 — this is

too far from 0.4.

Exercise 16 Yes, if the true value of θ is 0.99 (i.e. almost everyone will vote for

labour) and it just happens that the few people who will not vote labour happen to

have turned up in our sample, then we could get θ̂ = 0.53. Clearly, this is extremely

unlikely, but is a situation we would have to consider to be certain that our interval

contains θ. We would need our interval to go all the way from 0 to 1 (but not includ-

ing 0 and 1!) to be sure we include θ. This is not very useful, as we could have made

the same statement about θ without collecting any data, and the point of collecting

the data was to learn more about θ.

Exercise 17 The confidence interval with n = 10 would be wider. This is because

an estimate of θ̂ from a sample size of 10 would be less accurate than an estimate from

a sample size of 1000. We have to make the confidence interval wider to compensate

for this.

Exercise 18 The intervals of the two researchers will probably overlap. The true
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value of θ may be in the overlapping region of the two confidence intervals. Therefore,

when they state their intervals that they are confident contain θ, they would both be

correct.

Exercise 19: The confusing thing here is that there seem to be a lot of things

we do not know — we do not know the mean of the distribution, or the standard

deviation, so how can we hope to proceed?

If we ignore this, and work through the calculation, it turns out that this does not

matter — all the things we do not know end up cancelling out. This is useful because

it means the result is true for any normal distribution, regardless of what the mean

and standard deviation are.

So, we are interested in

Pr[m− 1.96× s < X < m + 1.96× s]

So standardising, and separating this out,

Pr[m− 1.96× s < X < m + 1.96× s] = Pr[X < m + 1.96× s]− Pr[X < m− 1.96× s]

= Pr

[
Z <

(m + 1.96× s)−m

s

]
− Pr

[
X <

(m− 1.96× s)−m

s

]
= Pr

[
Z <

1.96× s

s

]
− Pr

[
X <

(−1.96× s)

s

]
= Pr[Z < 1.96]− Pr[X < −1.96]

We can now use the normal probability table to look these up, to find

Pr[Z < 1.96]− Pr[X < −1.96] = 0.975− 0.025

= 0.95

So the probability is 0.95 as required.

Exercise 20: Putting the given values into the formula, the 95% confidence interval

is (57− 1.96× 2.6/
√

40, 57+1.96× 2.6/
√

40) = (56.2, 57.8). So we are 95% confident

that the mean height of the newborn babies is between 56.2cm and 57.8cm.
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Exercise 21 This could be quite a subjective decision, and may depend on how

much you trust your friend! We will see from the rest of the section that seeing 5 red

cards in a row should be enough to arouse your suspicions!

Exercise 22 If θ > 1/2, this would mean your friend had rigged the cards in your

favour! Unless they are a very kind friend, wanting to give you money for nothing,

this is not something you would expect!

Exercise 23 There is a chance of 0.5 of drawing a red card in each individual draw.

All the draws are independent, therefore we multiply together these probabilities:

Pr[1 red card in a row] = 0.5

Pr[2 red cards in a row] = 0.5× 0.5 = 0.25

and in general

Pr[n red cards in a row] = 0.5n

So the following table gives the probabilities for n red cards in a row:

n 1 2 3 4 5 6

Prob 0.5 0.25 0.125 0.063 0.031 0.016
So we would reject the null hypothesis after seeing 5 red cards, as this is when the

probability goes below 0.5.

Exercise 24 The distribution of the number of red cards after five draws, under

the null hypothesis is Binomial(5, 1/2). So Pr[5 red cards] = 0.031, as in Exercise

23 (or you could get it using the binomial formula). This would correspond to an

estimate of θ of θ̂ = 0, which would be a point in the sampling distribution of Θ̂ (if

the null hypothesis was true). In this case, a normal distribution would not be a good

approximation of the sampling distribution because the sample size is too small (see

Exercise 8).
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Exercise 25 The null hypothesis should be that the coin is fair, because that would

imply θ = 1/2, giving us an actual value for θ, so that we can then use the distribution

implied by the null hypothesis as a reference. The alternative hypothesis would be

that the coin is not fair (i.e. θ 6= 1/2). This is converted into a mathematical format

in the main text.

Exercise 26 It would be reasonable to observe θ̂ = 0.52, as this is well within the

sampling distribution for θ. It would be surprising to see θ̂ = 0.44, as this seems to

be outside the range of values we expect to see in the sampling distribution. This

would raise our suspicions that the null hypothesis may not be true.

Exercise 27 This would be a one-tailed test, because we are only interested in

testing whether θ < 1/2, it would not be sensible to suggest θ > 1/2 (see Exercise

22).

Exercise 28: Assuming the null hypothesis H0, θ = 1/2 and the standard error is√
0.5(1−0.5)

100
= 0.05. We saw 53 heads so θ̂ = 0.53.

So the p-value is

p = 2× Pr[Θ̂ > 0.53]

.

Now we standardise:

p =2× Pr

Z >
0.53− θ√

θ(1−θ)
n


p =2× Pr[Z > 0.6]

Now, you may need to draw a picture to convince yourself that the probability

required is one minus the one in the normal probability table, so

p =2× (1− 0.726)

p =0.274
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So we do not reject the null hypothesis because 0.274 > 0.05. But the value of

θ̂ in this example is very similar to the example in the notes, where in fact the null

hypothesis was rejected. The difference is that the sample size is smaller here, which

makes the sampling distribution under the null hypothesis have a larger standard

error, which means more extreme values of θ̂ are consistent with the null hypothesis.

It would be misleading to say that we accept the null hypothesis, the only conclusion

is that so far, the data we have seen are consistent with the null hypothesis. As we

collect more evidence, it may become apparent that the null hypothesis is, in fact,

inappropriate.

Exercise 29: First, our hypothesis test is:

H0 : The mean length of the lizards is 40cm

H1 : The mean length of the lizards is not 40cm

We need to choose a critical p-value, say pcrit = 0.05. We need to collect some

data in order to test this claim. For example, we may collect a random sample of, say,

n = 100 lizards from the island and measure them all (how could we collect such a

random sample? And how do we define the length of the lizard?). We then calculate

the sample mean and standard deviation of the lengths of the lizards, and using this

information we can go through the formalities of carrying out the hypothesis test,

leading to a conclusion of either rejecting the biologist’s claim, or not rejecting the

biologist’s claim.

Exercise 30: First, our hypothesis test is:

H0 : The proportion of people who will vote labour is 75%

H1 : The proportion of people who will vote labour is not 75%

Now the sample proportion of people voting labour is θ̂ = 536/750 = 0.715. If the

null hypothesis were true (i.e. θ = 0.75) then the sampling distribution of the esti-
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mator Θ̂ is normal with mean θ = 0.75 and standard error
√

θ(1−θ)
n

=
√

0.75(1−0.75)
750

=

0.016.

So the p-value is

p = 2× Pr[Θ̂ < 0.715]

. Note that because θ̂ < 0.75, ‘more extreme’ than θ̂ means we look at values smaller

than θ̂.

Now we standardise:

p =2× Pr

Z <
0.715− θ√

θ(1−θ)
n


p =2× Pr[Z < −2.19]

So (drawing a picture if necessary to help with interpreting the normal probability

table)

p =2× 0.014 (1)

p =0.028 (2)

So we reject the null hypothesis because 0.028 < 0.05. So there is substantial

evidence that the claim made by the newspaper is incorrect.

Exercise 31 We would want our Type I error to be small if the drug is very expen-

sive, and the disease is not life-threatening, as it would be a costly error to believe

that the drug is effective when it is not. We would want our Type II error to be small

if the drug is very cheap and the disease it purports to help is life threatening, as

it would not be a costly error if the drug was ineffective, but if the drug actually is

effective, it has the potential to save lives.


