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1 Introduction

Is the coin fair or not?

In part one of the course we introduced the idea of separating sampling variation

from a true difference. In order to do this, we need to be able to answer questions

such as:

• Is it reasonable for a fair coin to give only two heads in 20 tosses?

• Suppose we measure the number of car accidents happening on two days. There

are 5 accidents on the first day, and 12 accidents on the second day. Is this

sampling variation, or has there actually been an increase in the underlying

rate of accidents between these two days?

• Suppose we calculate the sample mean weight of newborn baby boys, and the

mean weight of newborn baby girls, born on one particular day in one particular

hospital. How different do the sample means need to be for us to conclude that

there is a difference in the population means?

In order to answer questions like these statistically, we will need to introduce

some more formal ideas than we have seen in parts one and two. First, in order

to talk about ‘how reasonable’ something is to happen, we will introduce the idea

of probability. Then, in order to distinguish between sampling variation and a true

difference, we need a model to describe how the sampling variation behaves. In this

1
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part of the course we lay the foundations of these ideas, part four will look in more

detail about how we can use these concepts to answer questions like the ones above.

We use a parametric distribution as a model to understand how sampling variation

behaves. Suppose that at a certain hospital in the UK, we measure the birthweights

of all healthy babies born each day. Figure 1 gives histograms for the birthweights of

the babies born on each of four days at the hospital.
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Figure 1: Histograms of weights of babies born at a hospital on four different days

Exercise 1. Describe the common features that the four histograms have, and any

differences between them.
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A parametric distribution provides a mechanism to capture the common features

between samples such as those in Figure 1, assuming that the differences we see are

only caused by sampling variation. This will allow us, in part four, to weigh up

the evidence for whether an observed difference is caused by sampling variation, or

actually represents a true difference in the population.

There are three main objectives to this section:

1. To introduce the concepts of probability and random variables.

2. To introduce some common parametric distributions, and demonstrate when it

is appropriate to use them.

3. To point out the assumptions and limitations in parametric modelling.

2 Probability and Random Variables

Probability

It is always possible for something unusual to happen. For example, although it is

extremely unlikely, it is possible to toss a fair coin 20 times, and get a head every

time. In fact, if one million people carried out such an experiment, we would expect

one of them to get heads on all twenty tosses.

Exercise 2. Would you describe it as very likely, likely, a fair chance, unlikely or

very unlikely, to get at least 12 heads in 20 tosses of a fair coin?

In answering the previous question, you should appreciate that there is a degree

of subjectivity in the answer — what do we mean by ‘likely’ or ‘unlikely’? It would

be useful to have a mechanism that tells us how likely something is to happen, which

is not subjective in any way. Probability is this mechanism — it is a tool to quantify

how likely something is to happen.

Suppose you were asked, ‘in a toss of a fair coin, what is the probability of a head?’

Naturally, you would say 1
2
. What does this mean?

In Part 1, we had an exercise where a fair coin was tossed 20 times. Clearly,

although the probability of a head is 1
2
, the proportion of heads we saw was not
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exactly this (you may have seen 8
20

, 11
20

, . . .). But what would the proportion of heads

be if we tossed the coin 1 billion times?

It turns out that the proportion becomes extremely close to 1
2
. The probability of

an event is the long run proportion of times the event occurs.

Some notation: we will abbreviate ‘The probability of event E’ to Pr[E]. For

example, ‘The probability of a head’ would be abbreviated to Pr[Head].

Random Variables

We have already introduced, in Part 1, the idea of a variable — a characteristic that

is recorded for each subject in an experiment or survey. For example, the result of a

single coin toss, which would be a ‘head’ or a ‘tail’. So, the variable can take the value

‘head’ or ‘tail’. However, it is convenient to deal with numerical values. A random

variable converts a recorded characteristic into a numerical value. For example, in

the single coin toss experiment, we could record a ‘head’ with the value ‘1’, and a tail

with the value ‘0’. Therefore, a random variable is a special case of a variable. Why

is it easier to deal with numerical values?

Numerical values allow us to use addition, subtraction and other mathematical

tools. It therefore easier to combine many events, such as multiple tosses of the coin.

We abbreviate the name of a random variable to a capital letter — X say. So,

the full definition of our ‘coin toss’ may be:

Let X be the outcome of a single coin toss.

X =

{
0 If Tail

1 If Head
(1)

We use the same lower case letter to denote a particular value of the variable. So,

for example, ‘X = x’ means, in words, ‘The outcome of the single coin toss was x’.

In this cases, X can take only two different values, so it is a discrete random variable.

The discrete random variable X we have defined above is a special kind of random

variable called Bernoulli. A Bernoulli random variable takes exactly two values, 1

and 0, with 1 meaning ‘success’ and 0 meaning ‘failure’. If the probability of success

is θ, we write X ∼ Bernoulli(θ). We say that ‘X has a Bernoulli distribution’. We call
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θ a parameter, meaning that it summarises the distribution. For example, if X is ‘the

outcome of a single fair coin toss, where a “head” is a success’, then X ∼ Bernoulli(1
2
).

3 Discrete Distributions

The previous section already introduces the simplest discrete distribution — the

Bernoulli. Here, we look at three other common discrete distributions — Binomial,

Geometric and Poisson. First though, we introduce the idea of a probability mass

function.

3.1 Probability Mass Functions

The probability mass function (p.m.f.) is a summary of probabilities for discrete ran-

dom variables. If we assume a discrete random variable has a particular distribution,

with certain parameter(s), we know in advance the probability of X taking each value.

The p.m.f. summarises this information. We usually use the symbol p for p.m.f., so

we write1

p(x) = Pr[X = x] (2)

For example, if X ∼ Bernoulli(θ), we have

p(1) =θ (3)

p(0) =1− θ

Exercise 3. The Bernoulli p.m.f. is sometimes written as

p(x) = θx(1− θ)1−x for x = 0, 1.

Show, by putting x = 1 and x = 0 into the above formula, this is exactly the same

as the form given in Equation 3.

1If we have lots of random variables in play, we may subscript p by the random variable in

question, e.g. pX(x).
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3.2 The Binomial Distribution

Suppose we toss a coin 5 times, and we are interested in the number of heads. In

particular, we may be interested in the probability of seeing exactly 3 heads.

The binomial distribution measures the number of successes we see in a fixed

number of independent Bernoulli experiments, each with equal probability of success

θ.

By independent we mean ‘the outcome of one event does not depend on the

outcome of any of the others’. For example, suppose we are interested in the number

of days it rains, in a week. If it rains on Monday, it is more likely to rain on Tuesday,

so the binomial distribution would not be appropriate here.

The other important condition of the distribution is that each event has equal

probability of success. For example, suppose we are interested in the number of

students in a class of 20 that pass an exam. Clearly, the more intelligent students

have a higher probability of passing than the less intelligent, so again, a binomial

distribution is not appropriate.

The binomial distribution has two parameters:

• n: the number of Bernoulli events or experiments.

• θ: the probability of success of each event or experiment.

X is a Binomial random variable if it measures the number of successes in n

independent Bernoulli experiments, each with equal probability of success θ, and we

write X ∼ Binomial(n, θ).

Binomial p.m.f.

The binomial p.m.f. is a neat way of summarising the probability of having x suc-

cesses, so p(x) is ‘the probability of x successes’.

The p.m.f. for a Binomial random variable X is given by

p(x) =

(
n

x

)
θx(1− θ)n−x for x = 0, 1, . . . , n. (4)
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Figure 2: Binomial(10, θ) p.m.f., for various values of θ.

Figure 2 shows the p.m.f. for different values of θ in a Binomial(10, θ) distribution.

To understand the p.m.f., let’s consider the case where we toss a coin 5 times, and

want to know the probability of getting 3 heads. But suppose the coin is biased and

the probability of a head is 1
3
, and therefore the probability of a tail is 2

3
. Let X be

the number of heads we see in the 5 tosses, so X ∼ Binomial(5, 1
3
).

To get exactly 3 successes (i.e. heads), we must get exactly 2 failures (i.e. tails).

There are a number of different ways this could arise. For example, we may see three

consecutive heads then two tails. Or, we may see two heads, then one tail, then one

head, then one tail. In fact, there are 10 different ways in total:
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HHHTT, HHTHT, HHTTH, HTHHT, HTHTH, HTTHH, THHHT, THHTH, THTHH

and TTHHH.

Luckily, we do not have to count up these different orderings each time (and hope we

don’t miss any!). The term

(
n

x

)
(pronounced ‘n choose x’) in the Binomial p.m.f.

counts all the possibilities for us.2 The remaining part of the p.m.f. is the probability

of one of these orderings (and the probability of seeing each ordering is the same).

So, we get

Pr[3 heads in 5 tosses] = Pr[X = 3]

=

(
5

3

)
×
(

1

3

)3

×
(

2

3

)2

=10× 1

27
× 3

9

=10× 0.037× 0.333

=0.123

Exercise 4. Let Y be the number of sixes obtained in ten rolls of a fair die, so

Y ∼ Binomial(10, 1
6
). Calculate the probability of getting two sixes.

Suppose now we are interested in the probability of seeing at least three heads

in the five coin tosses (with the probability of a head still 1
3
). How can we calculate

this?

We add together the situations that contribute. Here,

Pr[at least 3 heads in 5 tosses] = Pr[X = 3] + Pr[X = 4] + Pr[X = 5]

2On your calculator, you would press, for this example, 5, then the ‘nCr’ button, then 3.
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We have already calculated Pr[X = 3] = 0.123.

Pr[X = 4] =

(
5

4

)
×
(

1

3

)4

×
(

2

3

)1

=5× 1

81
× 2

3

=5× 0.012× 0.667

=0.041

Similarly Pr[X = 5] = 0.004. So,

Pr[at least 3 heads in 5 tosses] = Pr[X = 3] + Pr[X = 4] + Pr[X = 5]

=0.123 + 0.041 + 0.004

=0.168

Exercise 5. Let Y be the number of sixes obtained in ten rolls of a fair die, so

Y ∼ Binomial(10, 1
6
). Calculate the probability of getting no more than two sixes, i.e.

Pr[Y ≤ 2]. (Don’t forget to include the possibility of getting no sixes!)

Exercise 6. We can use the binomial distribution to see ‘how reasonable’ it is to

see something under given assumptions. Suppose we toss a coin that we believe to be

fair twenty times (and we believe that each coin toss is independent). Calculate the

probability of seeing two heads or less. Based on this probability, do you think it is

reasonable to assume that this really is a fair coin, if we really saw only two heads in

twenty tosses?

In summary, the binomial distribution provides us with a tool to calculate the

probability of events such as sequences of coin tosses. This allows us to think about

whether underlying assumptions (or hypotheses), such as ‘the coin is fair’, are rea-

sonable.

3.3 The Geometric Distribution

In the previous section we were interested in the number of heads we observed in five

coin tosses. Suppose instead we want to know how many coin tosses are needed before

we see the first head.
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The geometric distribution measures the number of independent Bernoulli exper-

iments, each with equal probability of success θ that need to be carried out before

we see a success. Again, the assumptions of independence between experiments and

equal probability of success are important (see Section 3.2).

The geometric distribution has a single parameter, θ, the probability of success.3

We say X is a geometric random variable if it measures the number of independent

Bernoulli experiments, each with equal probability of success θ that need to be carried

out before we see a success,4 and we write X ∼ Geometric(θ).

Geometric p.m.f.

In the geometric p.m.f., p(x) is ‘the probability of x failures before the first success’.

The p.m.f. for a geometric random variable X is given by

p(x) = (1− θ)xθ for x = 0, 1, 2, . . . (5)

Figure 3 shows the p.m.f. for different values of θ in a Geometric(θ) distribution.

In order to understand the p.m.f., let’s consider the example of measuring the number

of coin tosses before we see a head, using the same biased coin of Section 3.2, so the

probability of a head is 1
3
. Let X be the number of coin tosses before seeing a head,

so X ∼ Geometric(1
3
).

Then, the probability of seeing 0 tosses before a head is the same as seeing a head

first time, so Pr[X = 0] = p(0) = 1
3
. Now, for example, what is Pr[X = 3]?

This means we see 3 tails and then a head, i.e. TTTH.

Pr[X = 3] =

(
1− 1

3

)3

× 1

3

=
8

27
× 1

3

=0.296× 0.333

=0.099

3Be careful though. Some textbooks will use the parameter θ as the probability of failure!
4Again, be careful. Some textbooks use X to measure the number of experiments until we see a

success, i.e. including the successful experiment.
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Figure 3: Geometric(θ) p.m.f., for various values of θ.

Exercise 7. Let Y be the number of throws of a fair die before we observe a six, so

Y ∼ Geometric(1
6
). Calculate the probability that the first six occurs on the 4th throw,

i.e. Pr[Y = 3].

As with the Binomial distribution, we can add probabilities together to talk about

more complex events. How would we calculate the probability that we have to wait

until at least the third trial before seeing a head?

Here, we are interested in Pr[X ≥ 2], which we could re-write as:

Pr[X ≥ 2] = Pr[X = 2] + Pr[X = 3] + Pr[X = 4] + . . .
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It appears we have a problem here, as the sum we have written continues to infinity.

However, we could write instead:

Pr[X ≥ 2] =1− Pr[X < 2]

=1− (Pr[X = 0] + Pr[X = 1])

which is easier to solve, as Pr[X = 0] =
(
1− 1

3

)0 × 1
3

= 1
3

= 0.333, and Pr[X = 1] =(
1− 1

3

)1 × 1
3

= 2
9

= 0.222.

So,

Pr[X ≥ 2] =1− (Pr[X = 0] + Pr[X = 1])

=1− (0.333 + 0.222)

=1− 0.555

=0.445

Exercise 8. Let Y be the number of throws of a fair die before we observe a six,

so Y ∼ Geometric(1
6
). Calculate the probability that it takes at least four throws to

obtain a six.

3.4 The Poisson Distribution

Suppose we are interested in the number of road accidents that occur in a given day in

Lancaster. In particular, we may be interested in the probability of an accident-free

day, or the probability of more than three accidents in a day.

The Poisson distribution measures the number of independent randomly occurring

events in a given time period. Again, the independence is important (see Section

3.2). It is also important to give the time period of interest, for example, ‘Number of

accidents’ does not really make sense, but ‘Number of accidents in a day’ does.

The Poisson distribution has a single parameter, λ, which is the average number

of events in the time period specified.

We say X is a Poisson random variable if it measures the number of independent

randomly occurring events in a given time period, and we write X ∼ Poisson(λ).



3.4 The Poisson Distribution 13

Poisson p.m.f.

In the Poisson p.m.f., p(x) is ‘the probability of x independent random events in a

given time period’.

The p.m.f. for a Poisson random variable X is given by

p(x) =
λxe−λ

x!
(6)

In this equation e is the number e = 2.718 . . . (we give it the special name e as it crops

up rather often). By x! (pronounced ‘x factorial’) we mean, for any whole number x,

x! = x× (x− 1)× (x− 2)× . . .× 2× 1

and we define 0! = 1. Also note that anything to the power of zero is 1, i.e. whatever

the value of x, x0 = 1. There will be buttons on your calculator for both e and the

factorial ‘!’.

Figure 4 shows the p.m.f. for different values of λ in a Poisson(λ) distribution.

Let’s illustrate the use of the Poisson p.m.f. Let X be the number of road accidents

occurring during a day in Lancaster, and suppose that X ∼ Poisson(2), i.e. we believe

the number of accidents follows a Poisson distribution with mean λ = 2.

What is the probability of an accident-free day? This means X = 0.

Pr[X = 0] =
20e−2

0!

=
1× e−2

1

=0.135

Exercise 9. Let Y be the number of crimes committed in a city per hour. Suppose

the average number of crimes per hour is 4, and we assume therefore Y ∼ Poisson(4).

Find the probability that there are three crimes in a given hour.

As with the previous distributions, we can add together probabilities to talk about

more complex events. For example, what is the probability of more than three acci-

dents in a day? First,

Pr[More than four accidents] = Pr[X > 3] = 1− Pr[X ≤ 3]
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Figure 4: Poisson(λ) p.m.f., for various values of λ.

using the trick from the previous section.

So now we do

1− Pr[X ≤ 3] = 1− (Pr[X = 0] + Pr[X = 1] + Pr[X = 2] + Pr[X = 3])

Then we can calculate each of these probabilities using the p.m.f., for example

Pr[X = 3] =
23e−2

3!

=
8× e−2

6

=0.180
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Then, putting this all together,

1− Pr[X ≤ 3] =1− (Pr[X = 0] + Pr[X = 1] + Pr[X = 2] + Pr[X = 3])

=1− (0.135 + 0.271 + 0.271 + 0.180)

=1− 0.857

=0.143

Exercise 10. Let Y be the number of crimes committed in a city per hour. Suppose

the average number of crimes per hour is 4, and we assume therefore Y ∼ Poisson(4).

Find the probability that there are less than four crimes in a given hour.

Exercise 11. The Poisson distribution can again be used to assess ‘how reasonable’

an event is under given assumptions. Suppose that the number of car accidents hap-

pening in a city has a Poisson distribution with an average number per day of 2. On

Friday 13th, there were actually 5 accidents. What is the probability of there being

5 or more accidents in a day, given that the Poisson distribution above is correct?

Based on this probability, do you think it is reasonable to assume that Friday 13th is

just as safe on the roads as any other day?

The Poisson distribution can therefore be used to think about the problem we

introduced right at the beginning of Part one — is Friday 13th unlucky?

4 Continuous Distributions

Here we look at two common continuous distributions — the normal and the ex-

ponential. First, we introduce the equivalent of the p.m.f. for continuous random

variables — the probability density function.

4.1 Probability Density Functions

When a random variable is continuous, it is not possible to summarise the probabilities

of the distribution in the same way as for discrete random variables. Why not?

Recall that discrete random variables take specific numerical values (usually, in

fact, whole numbers). So it makes sense to talk about the probability of taking a
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specific value. However, continuous random variables take values on intervals. It

does not make sense to calculate the probability of a female in the UK being exactly

160cm tall (nobody is exactly 160.0000000 . . .cm tall!). However, it does make sense

to talk about the probability of a UK female being smaller in height than 160cm, or

between 155cm and 160cm. So we need to summarise the probabilities in a way that

reflects this.

For a random variable X, we define f(x) as the density of the random variable

at x. Roughly speaking, this is the probability of taking a value in a small interval

around x, divided by the length of the interval. We call f(x) the probability density

function (p.d.f.) of X. We do not use the p.d.f. directly to calculate the probabilities,

the area beneath the p.d.f. corresponds to probabilities.

150 160 170 180
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0.
04

0.
06

0.
08

Height of Females

f(
x)

Figure 5: p.d.f. for the heights of women in the UK

For example, let X be the heights of all females in the UK. The p.d.f. is given in

Figure 5. How do we interpret this graph?

The larger the value of the p.d.f., the more likely we are to see heights in that



4.2 The Normal Distribution 17

region. We are unlikely to see heights below 150cm, or above 180cm, as f(x) is very

small outside of these regions. We are more likely to see heights between 165cm and

170cm than we are between 175cm and 180cm. This can be seen from the same graph

with these regions drawn in (Figure 6). The areas correspond to the probabilities of

a randomly chosen UK female having height in the given interval.
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08

Height of Females

f(
x)

Figure 6: p.d.f. for the heights of women in the UK with area under graph between

165 and 170 (light grey) and area under graph between 175 and 180 (dark grey).

Exercise 12. Think back to the density histograms introduced in Part two. How are

p.d.f.s related to these?

4.2 The Normal Distribution

Suppose we are interested in the probability of a randomly chosen female in the UK

being smaller in height than 160cm. We may be interested in the probability of a

randomly chosen person being between 155cm and 160cm.
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The normal distribution is a symmetric bell-shaped distribution that often de-

scribes very well the distributions of things that are measured or estimated, such as

heights and weights. It also describes the distribution of summary statistics (from

Part 2, and explored further in Part 4).

The normal distribution has two parameters:

• µ: the mean.

• σ: the standard deviation.

If X is a normal random variable, we say X has a normal distribution with mean

µ and standard deviation σ, and we write X ∼ N(µ, σ2). (Note: here we use the

variance, σ2 as the parameter. Take care to always know whether you are dealing

with the variance or the standard deviation — this is a common source of errors.)

The Normal p.d.f.

The normal p.d.f. is given by
1

σ
√

2π
e−

(x−µ)2

2σ2 (7)

Here, π is the numerical constant π = 3.141..., more usually associated with circles.

An example of a normal p.d.f. is given in Figure 5. In this case, if X is the height of

UK women, X ∼ N(165, 52), i.e. X has a normal distribution with mean 165cm and

standard deviation 5cm.

We include the Normal p.d.f. for completeness only, as we will not use it when

computing probabilities.

Calculating Probabilities from the Normal Distribution

Rather than using the p.d.f. explicitly, we calculate probabilities for the normal

distribution by standardising and using tables. Alternatively, a computer package

such as Excel would calculate this for you.

Let’s work through an example. For the heights of UK women case, suppose we

want to know the probability of a randomly chosen female in the UK being smaller

in height than 160cm. That is, Pr[X < 160].
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1. Draw a picture of the area of the probability you are interested in. This is

important as it gives us a ‘common sense’ answer. At the end of the procedure

we will have a probability, and it may be difficult to determine whether the

answer is the probability given, or one minus that probability. In this case,

we are interested in Pr[X < 160], so we want to know the area to the left of

160cm, which is itself on the left hand side of the distribution. Figure 7 shows

the shaded area we should find. So we know that the probability in our final

answer should be less than 0.5.
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f(
x)

Figure 7: p.d.f. for the heights of women in the UK with area under graph below 160

shaded.

2. Subtract the mean, µ. We have µ = 165, so the answer is 160− 165 = −5.

3. Divide by the standard deviation σ. Call the result z. We have σ = 5, so the

answer is z = −5
5

= −1.

4. Look up the positive part of z in the normal table, and read off the probability.

The table always tells us the probability of being less than z if z is postive.
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Because of the symmetry of the distribution, the same probability is the prob-

ability of being greater than z if z is negative. It is easy to get confused about

this, which is why it’s useful to draw the picture.

In this case, the probability from the table for z = 1 is 0.8413.

5. Determine from the picture whether the result is the probability from the table,

or one minus this probability. In our case, Figure 7 tells us we need a probability

smaller than 0.5, so our answer is 1− 0.8413 = 0.1587.

Exercise 13. Let Y be the weight of a baby at birth in grams, and suppose we believe

that Y ∼ N(3500, 5002). What is the probability of a baby at birth having weight

larger than 4200 grams?

As with our discrete situation, we can combine probabilities to talk about more

complicated events. With continuous random variables, this can become rather com-

plicated, and it is essential to draw a picture! Suppose we are interested, for our

heights of UK women example, in the probability of a randomly chosen woman being

between 155cm and 160cm.

Figure 8 shows us, in the first panel, the probability we are interested in. The

second two panels give us the probabilities that we can actually work out using the

standardisation and tables method. The probability of interest here is Pr[155 < X <

160] and in terms of things we can work out,

Pr[155 < X < 160] = Pr[X < 160]− Pr[X < 155]

We have already calculated Pr[X < 160] = 0.1587. Now let’s follow the same

steps to calculate Pr[X < 155].

1. From the picture we have already in Figure 8 (middle panel) we can see that

the final probability should be smaller than 0.5.

2. Subtracting the mean: 155− 165 = −10.

3. Dividing by the standard deviation: z = −10
5

= −2.

4. So we look up the probability for z = 2 in the table, which is 0.9772.
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Figure 8: p.d.f. for the heights of women in the UK. Top: area between 155cm

and 160cm shaded. Middle: area below 155cm shaded. Bottom: area below 160cm

shaded.

5. From our picture clearly we require one minus this, so our probability is Pr[X <

155] = 1− 0.9772 = 0.0228.

So now to answer our question,

Pr[155 < X < 160] = Pr[X < 160]− Pr[X < 155]

=0.1587− 0.0228

=0.1359

It’s a good idea at this point to check the answer is reasonable — first is it between

0 and 1? Then, does it seem about the right size for the area of interest (looking at

Figure 8, top panel).
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Exercise 14. Let Y be the weight of a healthy baby at birth in grams, and suppose

we believe that Y ∼ N(3500, 5002). What is the probability of a baby at birth having

weight between 3800 and 4200 grams?

Exercise 15. Again let Y be the weight of a healthy baby at birth in grams, and

Y ∼ N(3500, 5002). What is the probability of a baby at birth having weight less

than 2400 grams? A baby may be especially light because it is unhealthy for some

reason. Given the probability you have calculated, is it reasonable to suppose that a

baby weighing 2400 grams is healthy?

4.3 The Exponential Distribution

Suppose a charge nurse in an accident and emergency department would like to know

how long she will have until the next patient arrives. We may be interested in the

probability of a patient arriving within the next ten minutes, or the probability of

the next patient arriving in between ten and fifteen minutes.

The exponential distribution measures the length of time we expect to wait be-

tween independent events happening at a constant rate. Of course, the independence

assumption and the constant rate assumption are important here. In this case, by

‘rate’ we mean ‘the number of events expected per unit time’.

The exponential distribution has one parameter, the rate parameter, usually called

λ. If X is an exponential random variable, we say X has an exponential distribution

with rate λ, and we write X ∼ Exponential(λ).

The Exponential p.d.f.

The exponential p.d.f. is given by

f(x) = λe−λx for x ≥ 0 only. (8)

One distinctive feature of the exponential distribution is that it has no density on the

negative numbers (so Pr[X < 0] = 0). This is one reason why it makes sense to use

the distribution for ‘waiting times’ (which themselves cannot be negative). Another

feature is that the density always decreases the further we move to the right from
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zero. Figure 9 shows the Exponential(λ) p.d.f. for different values of λ. The larger

the value of λ, the more concentrated towards zero the p.d.f. becomes.

0 2 4 6 8 10

0.
0

0.
5

1.
0

1.
5

2.
0

lambda=0.5

f(
x)

0 2 4 6 8 10

0.
0

0.
5

1.
0

1.
5

2.
0

lambda=1

f(
x)

0 2 4 6 8 10

0.
0

0.
5

1.
0

1.
5

2.
0

lambda=1.5

f(
x)

0 2 4 6 8 10

0.
0

0.
5

1.
0

1.
5

2.
0

lambda=2

f(
x)

Figure 9: Poisson(λ) p.m.f., for various values of λ.

Calculating Probabilities from the Exponential Distribution

As with the normal distribution, we do not use the p.d.f. explicitlt to calculate

probabilities. Rather, we can use another function that measures the area under the

curve. This function is called the cumulative distribution function (c.d.f.).5 It is

5For those familiar with calculus, it is obtained by integrating the p.d.f.
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denoted by the capital of the letter used to denote the p.d.f. Just as the tables for the

normal distribution are only able to tell us the probability of being less than some

value, the c.d.f. tells us this also.

The c.d.f. of the exponential distribution is given by

Pr[X ≤ x] = F (x) = 1− e−λx for x ≥ 0 only. (9)

Let us consider the example of patients arriving at an accident and emergency

department to illustrate how the c.d.f. is used. Suppose that patients arrive at a rate

of 1 every 5 minutes. The rate parameter λ is the number of patients arriving per

minute, which in this case is 1
5

= 0.2. So let X be the waiting time until the next

patient arrives, and suppose X ∼ Exponential(0.2).

We wish to know the probability of the next patient arriving within ten minutes,

i.e. Pr[X ≤ 10]. This is given by

Pr[X ≤ 10] =F (10)

=1− e−0.2×10

=1− e−2

=0.865

Exercise 16. Suppose you work in an office where telephone calls arrive at a rate

of one every ten minutes. Let Y be the waiting time until the next call. You assume

Y ∼ Exponential(0.1). What is the probability that there is a call within five minutes?

As we have done with the other distributions, we can learn about more complicated

things by combining the probabilities that we know about. In our accident and

emergency example, what is the probability that the next patient arrives in between

ten and fifteen minutes?

As with the normal distribution, it may be useful to draw a picture here. Figure

10 shows, in the first panel, the probability that we are interested in, and in the other

two panels, probabilities that we can calculate. The probability of interest here is

Pr[10 ≤ X ≤ 15] and, in terms of things we can calculate from the c.d.f.,

Pr[10 ≤ X ≤ 15] = Pr[X ≤ 15]− Pr[X ≤ 10]
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We have already calculated Pr[X ≤ 10] = 0.865. Now,

Pr[X ≤ 15] =F (15)

=1− e−0.2×15

=1− e−3

=0.950

So, to answer our question,

Pr[10 ≤ X ≤ 15] = Pr[X ≤ 15]− Pr[X ≤ 10]

=0.950− 0.865

=0.085

Check against the picture that the answer is reasonable!

Exercise 17. Suppose you work in an office where telephone calls arrive at a rate

of one every ten minutes. Let Y be the waiting time until the next call. You assume

Y ∼ Exponential(0.1). What is the probability that the next call occurs in between five

and seven minutes time?

5 Summary

There were three objectives to this part of the course, let’s summarise how we have

tackled each one.

1. To introduce the concepts of probability and random variables.

To re-iterate the key terms introduced:

• The probability of an event is the long run proportion of times the event

occurs.

• A random variable is a characteristic that is recorded as a numerical value.
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Figure 10: Poisson(0.2) p.m.f. Top: area between 10 and 15 minutes shaded. Middle:

area below 10 minutes shaded. Bottom: area below 15 minutes shaded.

2. To introduce some common parametric distributions, and demonstrate when it

is appropriate to use them.

We have introduced five distributions in this part of the course. They are

summarised below.

• Binomial: Discrete random variables. The number of successes in a fixed

number of independent Bernoulli trials, each with equal probability of

success.

• Geometric: Discrete random variables. The number of independent Bernoulli

trials, each with equal probability of success, we have to wait until we ob-

serve a success.
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• Poisson: Discrete random variables. The number of independent events

occurring in a fixed time interval, for example.

• Normal: Continuous random variables. Often models things we measure,

such as heights and weights.

• Exponential: Continuous random variables. Often models the waiting time

until an event happens.

Exercise 18. Determine which distribution is appropriate for learning about

each of the following.

(a) The number of patients arriving in accident and emergency in an hour.

(b) On a quiet country lane, the time until the next car passes.

(c) The amount of liquid in a one litre bottle of squash.

(d) The number of games of snakes and ladders I have to play until I win

(snakes and ladders is a game of pure luck).

(e) The weights of the rabbits on Lancaster University campus.

3. To point out the assumptions and limitations in parametric modelling.

We have clearly stated the assumptions that the parametric models we have

introduced make. In any situation, it is likely that we can imagine these as-

sumptions being violated. For example, even in the coin tossing examples, the

tosses may not be independent if the coin is not being tossed very well.

Exercise 19. For each of the situations in exercise 18, think critically about

the distribution you have assumed for each situation. Give arguments on why

the distribution may not be 100% valid.

It is often said in statistics that ‘all models are wrong but some are useful’.

This is exactly what we should bear in mind here. Although the assumptions of

the parametric models may not be met exactly, using the model can still give a

useful answer, provided we take care to acknowledge the assumptions we have

made.
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This part of the course provides the bridge between looking at data and making

informal conclusions, to the more formal statistical ideas that allow us to answer some

of the questions in the introduction. Part 4 of the course further develops these ideas.

A Hints and Answers to Exercises

Exercise 1: The weights all range between 1000 and 5000, with more weights in the

middle of the distribution than at the edges. The largest bar of the histogram is close

to 3000, and the shape of the distributions are all similar. However, some histograms

have the largest bar in the 2500-3000 category, with some in the 3000-3500 category.

The heights of the bars are not exactly the same. There are more babies born on

some days than others.

Exercise 2: ‘A fair chance’ would probably be the best answer here, but you could

also argue it is ‘unlikely’, depending upon exactly what you mean by this!

Exercise 3: x = 0:

p(0) = θ0(1− θ)1−0 = 1− θ

x = 1:

p(1) = θ1(1− θ)1−1 = θ

hence giving the same form as Equation 3.

Exercise 4:

Pr[2 sixes in 10 rolls] = Pr[Y = 2]

=

(
10

2

)
×
(

1

6

)2

×
(

5

6

)8

=45× 1

36
× 0.233

=45× 0.028× 0.233

=0.294
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Exercise 5:

Pr[no more than 2 sixes in 10 rolls] = Pr[Y = 2] + Pr[Y = 1] + Pr[Y = 0]

We have already calculated in Exercise 4 that Pr[Y = 2] = 0.294.

Pr[Y = 1] =

(
10

1

)
×
(

1

6

)1

×
(

5

6

)9

=10× 0.167× 0.194

=0.324

and Pr[Y = 0] =
(

5
6

)1
0 = 0.162.

So,

Pr[no more than 2 sixes in 10 rolls] = Pr[Y = 2] + Pr[Y = 1] + Pr[Y = 0]

=0.294 + 0.324 + 0.162

=0.780

Exercise 6: The solution to this question follows a similar pattern to Exercise 5.

Let X be the number of heads in 20 tosses of a fair coin, so X ∼ Binomial(20, 1
2
).

Then we wish to calculate

Pr[X ≤ 2] = Pr[X = 0] + Pr[X = 1] + Pr[X = 2]



A. Hints and Answers to Exercises 30

Now we calculate

Pr[X = 0] =

(
20

0

)
×
(

1

2

)0

×
(

1

2

)2

0

=1× 1× 0.00000095

=0.00000095

Pr[X = 1] =

(
20

1

)
×
(

1

2

)1

×
(

1

2

)1

9

=20× 0.5× 0.0000019

=0.000019

Pr[X = 2] =

(
20

2

)
×
(

1

2

)2

×
(

1

2

)1

8

=190× 0.25× 0.0000038

=0.00018

So adding these up,

Pr[X ≤ 2] = 0.00000095 + 0.000019 + 0.00018 = 0.00020

This is an extremely low probability, so it would be a stretch to believe that a coin

yielding two heads in twenty tosses was fair.

Exercise 7:

Pr[Y = 3] =

(
1− 1

6

)3

× 1

6

=0.579× 0.167

=0.0965

Exercise 8: Here, we are interested in Pr[Y ≥ 3], since in Exercise 7 we saw this

corresponds to getting a six on the fourth throw. Now

Pr[Y ≥ 3] = Pr[Y = 3] + Pr[Y = 4] + Pr[Y = 5] + . . .
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or

Pr[Y ≥ 3] =1− Pr[Y < 3]

=1− (Pr[Y = 0] + Pr[Y = 1] + Pr[Y = 2)

Then Pr[Y = 0] = 1
6

= 0.167, as this is simply the probability of getting a six on the

first throw, Pr[Y = 1] = (1− 1
6
)× 1

6
= 0.139 and Pr[Y = 2] = (1− 1

6
)2 × 1

6
= 0.116.

So,

Pr[Y ≥ 3] =1− (0.167 + 0.139 + 0.116)

=1− 0.422

=0.578

Exercise 9:

Pr[Y = 3] =
43e−4

3!

=
64× e−4

6

=0.195

Exercise 10: So we are interested in

Pr[Y ≤ 4] = Pr[Y = 0] + Pr[Y = 1] + Pr[Y = 2] + Pr[Y = 3] + Pr[Y = 4]
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So we calculate all these parts separately,

Pr[Y = 0] =
40e−4

0!

=0.018

Pr[Y = 1] =
41e−4

1!

=0.073

Pr[Y = 2] =
42e−4

2!

=0.147

Pr[Y = 3] =
43e−4

3!

=0.195

Pr[Y = 4] =
44e−4

4!

=0.195

So putting this all together,

Pr[Y ≤ 4] = 0.018 + 0.073 + 0.147 + 0.195 + 0.195 = 0.628

Exercise 11: Let Y be the number of accidents in a day, so Y ∼ Poisson(2). Then

we are interested in

Pr[Y ≥ 5] = 1− Pr[Y ≤ 4]

Then

Pr[Y ≤ 4] = Pr[Y = 0] + Pr[Y = 1] + Pr[Y = 2] + Pr[Y = 3] + Pr[Y = 4]
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So we calculate all these parts separately,

Pr[Y = 0] =
20e−2

0!

=0.135

Pr[Y = 1] =
21e−2

1!

=0.271

Pr[Y = 2] =
22e−2

2!

=0.271

Pr[Y = 3] =
23e−2

3!

=0.180

Pr[Y = 4] =
24e−2

4!

=0.090

So,

Pr[Y ≤ 4] = 0.135 + 0.271 + 0.271 + 0.180 + 0.090 = 0.947

So the probability we were interested in was

Pr[Y ≥ 5] = 1− 0.947 = 0.053

In conclusion this is rather unlikely, but probably not so unlikely that we would be-

lieve that Friday 13th was more dangerous than other days in terms of road accidents.

Exercise 12: We calculate probabilities from both a p.d.f. and density histogram

by working out the area of the region we are interested in. The density histogram

can be seen as an approximation to the p.d.f. based on the sample we have collected.

Exercise 13: First, drawing a picture tells us that this probability should be less

than 0.5. Subtracting the mean, 4200−3500 = 700, then dividing this by the standard

deviation gives z = 700/500 = 1.4. So looking up z = 1.4 in the normal table gives a
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probability of 0.919. From our picture we know we need a probability less than 0.5,

so

Pr[Y > 4200] = Pr[Z > 1.4] = 1− 0.919 = 0.081

Exercise 14: We are interested in Pr[3800 < Y < 4200]. Using the same procedure

as in the example,

Pr[3800 < Y < 4200] = Pr[Y < 4200]− Pr[Y < 3800]

and from looking at a picture, both of these probabilities are larger than 0.5. Now

subtracting the mean and then dividing by the standard deviation gives us 4200−3500
500

=

1.4, and 3800−3500
500

= 0.6. So looking up 1.4 and 1.6 in the normal table, we can

conclude

Pr[3800 < Y < 4200] = Pr[Y < 4200]− Pr[Y < 3800]

= Pr[Z < 1.4]− Pr[Z < 0.6]

=0.919− 0.726

=0.193

and do not forget to check that this answer is reasonable.

Exercise 15 First, drawing a picture tells us that this probability should be less

than 0.5. Subtracting the mean, 2400 − 3500 = −1100, then dividing this by the

standard deviation gives z = −1100/500 = −2.2. So looking up z = 2.2 in the

normal table gives a probability of 0.986. From our picture we know we need a

probability less than 0.5, so

Pr[Y < 2400] = Pr[Z < −2.2] = 1− 0.986 = 0.014

This probability is rather small, so it is perhaps unreasonable to suppose that this

baby is healthy.
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Exercise 16:

Pr[Y ≤ 5] =F (5)

=1− e−0.1×5

=1− e−0.5

=0.393

Exercise 17:

Pr[5 ≤ Y ≤ 7] = F (7)− F (5)

So calculating these parts separately, F (7) = 1 − e−0.1×7 = 0.503, and F (5) = 0.393

from Exercise 16. So

Pr[5 ≤ Y ≤ 7] = 0.503− 0.393 = 0.110

Exercise 18:

1. Poisson (discrete, and assuming patients arrive independently).

2. Exponential (continuous, but must be positive, waiting time).

3. Normal (continuous, modelling something we measure).

4. Geometric (discrete, each game independent, waiting until we observe success).

5. Normal (continuous, modelling something we measure).

Exercise 19:

1. Patients may not arrive independently, e.g. car accident with multiple casual-

ties.

2. Cars may not arrive independently, e.g. slow moving vehicle holding up other

vehicles.
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3. There is a natural maximum dictated by the size of the container.

4. Assumes the same number of players in each game.

5. Gender of rabbits may affect weight, baby rabbits may be smaller which would

skew the distribution.

Of course, you may have come up with other, equally valid, criticisms of the assumed

distributions.


