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1 Introduction

‘I’ve heard that Friday 13th is unlucky, am I more likely to be involved in

a car accident if I go out on Friday 13th than any other day?’

How may you go about answering this question?

You could go with your instinct, or perhaps ask a fortune teller, but hopefully you

believe it would be useful to obtain some evidence in order to decide what the answer

to the question should be. What sort of evidence would be useful in answering the

question?

Data is the name given to information that has been collected from experiments

and surveys. Some appropriate data may be useful to us here, as a first step in

obtaining evidence to answer the question.

We have available to us emergency admissions to hospitals in the South West

Thames region due to transport accidents, on six Friday 13ths, and corresponding

emergency admissions due to transport accidents for the Friday 6th immediately be-

fore each Friday 13th.1

1Scanlon, T. J., Luben, R. N., Scanlon, F. L., Singleton, N., (1993), Is Friday 13th bad for your

health?, BMJ 307, 1584-1586.
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Number Accidents on 6th Accidents on 13th

1 9 13

2 6 12

3 11 14

4 11 10

5 3 4

6 5 12

We could work towards answering the question by comparing accidents on the

13ths with accidents on the 6ths.

Exercise 1. Why have we chosen Friday 6th as the comparison day? Why not Thurs-

day 12th, or any other day for that matter?

Exercise 2. How might we use this data in order to obtain some evidence that will

help us in answering the question? Is presenting the table as it stands useful?

We may consider comparing the number of accidents by working out the average

(or mean) number of accidents happening per day on the 6th, and the mean number

of accidents happening per day on the 13th.

Average number of accidents =
Total number of accidents

Total number of days
(1)

so that

Average number of accidents on 6th =
9 + 6 + 11 + 11 + 3 + 5

6
= 7.5 (2)

Similarly, the average number of accidents on the 13th is 10.83. The average (or

mean) is an example of a summary statistic, this topic is covered in more detail in

Part 2.

‘There are more accidents on Friday 13th than on Friday 6th. Therefore I

am more likely to be involved in a car accident if I go out on Friday 13th.’

Think about the above quote. Do you agree with what is being said?
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If you agree, reading through the rest of this part of the course may change your

mind!

There are three objectives to this part of the course:

1. To introduce the concepts of sampling variation and learning about a population

from a sample.

2. To demonstrate where statistics can be useful, by showing the sort of questions

it can answer, and the situations in which it is used.

3. To introduce the methods of designing a study, and collecting a sample, well.

2 Why do we need Statistics?

Statistics may be described as the process of converting data into evidence. It can

even tell us how strong the evidence is. But doesn’t the data speak for itself? Why

is data not evidence?

2.1 Separating Sampling Variation and a True Difference

If you were to take a coin out of your pocket and toss it 20 times, how many heads

would you expect to see?

Exercise 3. DO IT. Did you see exactly 10 heads? If you did not, has your opinion

about the coin changed?

It may seem a bit childish to be tossing coins, but it really is the best way to

understand this section (and it will wake you up).

Exercise 4. Do the same experiment another two times, on two further coins. Did

you get the same number of heads each time? Does each coin have the same chance

of landing on heads?

If you said the coins have different chances of landing on heads, the following

question may change your mind.
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Exercise 5. This time, take one of the coins, toss it 20 times, and record the number

of heads. Toss it another 20 times, and record the number of heads. Toss it a further

20 times, and record the number of heads. Did you get the same number of heads each

time?

What you have witnessed is called sampling variation. Even though the chance

of a coin landing on heads does not change, you may still see, in your experiment, a

slightly different number of heads each time.

Exercise 6. Now think back to the Friday 13th example. Do you still believe (if you

believed before) that you have more chance of being in a car accident on Friday 13th,

or is the difference in the average number of accidents down to sampling variation?

Or, another closely related question:

Exercise 7. Suppose we collected the data for the Friday 13th example on some new

dates (different from the six we already have). How sure are you that we would again

see the average number of accidents on Friday 13th greater than the average number

of accidents on Friday 6th?

Statistics can be used to see how much evidence there is that we are seeing more

than just sampling variation — that there really is a true difference. Parts 3 and 4 of

this course give some techniques that will allow you to evaluate how much evidence

there is for a true difference. This will give us a more formal method to answer the

previous two questions.

Here is another question that motivates the idea further.

Exercise 8. Suppose a friend offers you a bet on a pack of standard playing cards.

(A pack of playing cards consists of 52 cards, 26 red and 26 black). She offers you the

following bet:

‘Pick any card from the deck. If it is black, I will pay you 1 pound. If it

is red, you pay me 50p.’

This sounds like a good bet. However, the first card you draw is red, so you must pay

your friend 50p. Confident you will win in the long run, you play again. Again the
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card is red, so you pay your friend 50p. You keep playing, but time and time again

you turn up a red card. The question is: At what point do you begin to think that

your friend is cheating?

You may have a feeling about what the answer should be, but would somebody

else start getting suspicious at the same point as you? Statistical methods can tell

us exactly how suspicious we should be after each red card appears — how much

evidence there is that your friend is cheating.

2.2 Learning About a Population from a Sample

Suppose you were interested in the percentage of people in the world who have light

coloured hair, rather than dark hair. We call the group of people or things that we

are interested in the population. How would you go about finding this out?

Similarly to the previous section, we could make a guess about what the percentage

should be, or we could collect some evidence.

Exercise 9. What kind of evidence would be useful in answering this question?

You may consider collecting some data. Obviously it isn’t practical to find out

the hair colour of everybody in the world, so you may record the hair colour of, say,

100 people. So we have taken a subset of the population (all the people in the world)

— a sample. We could work out from this the percentage of the sample with light

coloured hair. A role of statistics is to determine what the percentage in the sample

can tell us about the percentage in the population. Do you think it matters how we

decide which 100 people to include in the sample?

Exercise 10. Suppose in our sample, all 100 people turn out to have light coloured

hair. Is it fair to say from this that 100% of the population of the world have light

coloured hair?

Exercise 11. Suppose two samples have been collected.

In Sample 1, 50 people are measured, and 32 have light coloured hair, so the percentage

is 64%.

In Sample 2, 1000 people are measured, and 580 have light coloured hair, so the
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percentage is 58%.

Which percentage do you believe represents the population better?

We have illustrated that it is not straight forward to translate a result about a

sample to a result about the population. Statistics can tell us how much evidence a

sample carries about the population. A larger sample usually carries more information

than a smaller sample.

3 Where is Statistics Used?

Now that we understand why statistics is important, let’s look at a variety of situations

where statistics can tell us something useful.

3.1 Pre-Election Poll Data

In the run-up to elections, media companies, and the political parties themselves,

would like to have some idea in advance of what the result of the election will be.

The media companies want to make predictions to sell newspapers, the politicians

need to know whether to campaign harder. How can this information be collected?

A small number of voters can be asked who they would vote for in the next election

The idea is then to predict from the small number of voters questioned (say 1000)

what the result of the election would be. Of course, this system is not foolproof, and

one of the reasons for this is sampling variation, which we have already discussed.

We may also want to ask, how were these voters chosen? How do we know they told

the truth? These are questions related to data collection, which we will discuss, using

this example, in the next section.

3.2 Economic Data

In the economic markets, statistics can be used when making some key decisions.

The Chief Executive of a company may be interested in whether sales in one of

the company’s products are decreasing. If they are, the decision may be taken to

withdraw the product, or to spend more money on advertising for it.
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Central Policy Makers, such as the Bank of England and the Government, use

statistics to make important decisions on economic policy. For example, whether to

increase the interest rate, or whether to increase tax on fuel.

As an example of economic data, we look now at gas consumption in the UK.

Figure 1 shows the quarterly consumption of gas. The x axis tells us the quarter,
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Figure 1: Gas consumption

and the y axis tells us the level of gas consumed. The graph demonstrates some

interesting features. For example, the graph appears to go up and down in some sort

of predictable way. Starting from the beginning (left hand side of graph), consumption

is high, then medium, then low, then medium again. This high-medium-low-medium

cycle is repeated every year.

Exercise 12. What is the real-world explanation for this cycle in gas consumption

occurring?
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This predictable cycle that occurs is known as seasonality. Depending on what

we are interested in doing with the data, this seasonality either needs to be taken

into consideration, or is a nuisance. If we are interested in whether there is a year-

on-year increase in gas consumption, it is a nuisance. If we want to predict what

gas consumption will be in the next quarter, this seasonality needs to be taken into

account. Looking on the right hand side of the graph, we should certainly predict the

next quarter’s gas consumption should be ‘high’ !

3.3 Smoking and Lung Cancer

It is known nowadays that there is a direct link between smoking cigarettes and lung

cancer. How did scientists come to this conclusion? Figure 2 takes 44 US states and

compares the level of smoking (x axis) with the amount of deaths from lung cancer

(y axis). Conclusions about whether a link between the two really exists are made

using statistics.

3.4 The Sally Clark Case

Statistics is also used in the court of law. The Sally Clark case is an infamous example

of the misuse (or misunderstanding) of statistics contributing to a miscarriage of

justice. The Royal Statistical Society were so concerned that they wrote a press

release, highlighting the statistical mistakes made.2

Sally Clark was a mother convicted of murder, when two of her babies died of

‘Cot Death’ — the name given to the unexplained death of a young infant. The

paediatrician Sir Roy Meadow, acting as an expert witness for the prosecution in the

case, famously claimed that the odds of two unexplained deaths in the same family

was 1 in 73 million. Where does this figure come from?

The odds of a single unexplained death in an affluent, non-smoking family is

estimated as 1 in 8500. The figure 73 million comes from multiplying these odds by

themselves: 8500× 8500 = 73 million.

The first problem is that it is only appropriate to multiply these odds together if

2www.sallyclark.org.uk/RSS.html
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Figure 2: Scatter plot of the number of cigarettes smoked against the number of

deaths from lung cancer, for 44 US states.

the second death is independent of the first. Is this really a reasonable assumption?

In fact, having one cot death in the family substantially increases the odds of another,

to around 1 in 100.

The second problem is known as the ‘prosecutor’s fallacy’, which goes as follows:

‘The chance of two unexplained deaths in the same family occurring by

chance is 1 in 73 million. Therefore, the chance of Sally Clark being

innocent is 1 in 73 million also.’

Exercise 13. Can you spot the error in reasoning here? Perhaps the following anal-

ogy will help.

Suppose you decide to play the British National Lottery. The idea behind the
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lottery is that 49 balls are placed in a machine, and 6 of them are drawn. Before the

draw takes place, you pay 1 pound to place a ‘guess’ on which six balls will be drawn.

There is a prize of millions of pounds available, if your guess turns out to be correct,

but the chance of getting it right is 1 in 14 million.

You decide to play, and, amazingly, all six of your numbers come up! You travel

to the headquarters of the national lottery to claim your winnings, and instead you

are arrested — accused of cheating! A few months later, you are in court, and the

prosecuting lawyer makes the following argument:

‘The chance of getting all six balls correct by chance is 1 in 14 million.

Therefore, the chance of the defendant being innocent is 1 in 14 million

also.’

How would you defend yourself against this argument?

4 Types of Data

We have already introduced data — information collected from experiments and

surveys. In an experiment or survey, there may be specific attributes that we are

interested in measuring for the subjects in the survey. These are called variables. For

example, in the Friday 13th data, the variable we measure is ‘Number of accidents’.

In the hair colour example, the variable is simply ‘hair colour’. In the example

where we look at the relationship between smoking and lung cancer, there are two

variables being measured — ‘Number of cigarettes smoked’ and ‘Lung cancer deaths

per 100 thousand’. So the data we collect in an experiment or survey is typically

measurements of variables on the subjects of the survey.

Most of the variables we consider in this course are quantitative, which means they

are numerical, and the numbers correspond to the magnitude of the variable. Any

data which is not quantitative is called qualitative. For example, gender, favourite

colour, mode of transport to work, are all qualitative variables.

Quantitative data is classified into two types — discrete and continuous. The

distinction between the two is important to a number of the methods we introduce

throughout this course.
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A variable is discrete if it can only take on certain numerical values. For example,

‘the number of car accidents on a given day’ would be a discrete variable, since it can

only take on whole numbers. We also say that the data we collect about this variable

is discrete.

A variable is continuous if it can take any value in an interval. For example,

weights and heights.

5 Collecting Data

We have already said that statistics is the process of converting data into evidence.

This raises an interesting question.

Exercise 14. Is there any limit to the amount of evidence that can be obtained from

some given data?

Think back to the data we collected on Friday 13th — could we use it to decide whether

car accidents were especially common on Fridays?

So if evidence available is limited by the data we have, it makes sense that we

should think very carefully about how we collect the data, to ensure there will be

plenty of evidence available. If you are not collecting the data yourself, it is always

important to understand how the data is collected, so that you are aware of any

limitations this may place on your analysis.

Let’s begin by looking at an extreme example. Suppose you are interested in

estimating how many hours students spend studying every week. So, you write a

survey, and set out to find participants for your survey.

Exercise 15. What is the variable that we will measure here? Is it quantitative or

qualitative?

You think to yourself about where a good place would be to find students to fill in

your survey. How about the library? Plenty of students there, right? You sit outside

the library and stop students as they leave the library to fill in your survey. After
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an hour or so, you have enough results so you go home to do your analysis. You find

that students spend, on average, 30 hours a week studying.

Exercise 16.

• What is wrong with the way in which the study has been carried out?

• If you had stopped students outside the University bar instead of the library, do

you think you would have got similar results?

• Can you think of a better way to collect data for your survey?

The example above is deliberately intended to be ridiculous, but it highlights the

importance of choosing your sample well. A sample is the group of subjects you

include in your survey, to learn about the whole population, which is everyone in

the group you are interested in. For the example above, the sample would be the

students you stop outside the library, the population would be all the students at

the University (or in the country, or the world, depending on what you are interested

in!) Of course, it would be foolish to include people in the sample who are not in the

population of interest, but it does happen!

5.1 Sampling Methods and Bias

For this section, we return to the election poll idea, introduced in Section 3.1. In the

UK, there are two major political parties, Labour and Conservative. There are many

other, smaller parties, but we will ignore these for the sake of simplicity. Suppose that

an election is to be held next month, and politicians from the Labour party would like

to know current public opinion, to determine their future campaigning plans. They

enlist you to carry out a poll, to estimate the percentage of people that will vote

Labour in the next election, compared to Conservative.

How should you begin to plan your poll?

You will need to take a sample of the population. Before deciding what sample to

take, it is crucial to establish what the population is — what is the group you are

interested in? In this case, a sensible population may be ‘everybody in the UK eligible
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to vote’. Therefore, we can immediately see that we should not include people in the

sample who are under 18 (the legal voting age in the UK), nor should we sample

people who live in France! The population may change depending on the question

you are trying to answer, for example the Labour party may be concerned that they

are not reaching older people, in which case the population would be ‘those eligible

to vote in the UK who are over the age of 60’, say.

The next stage we will consider is how to choose the sample. We have already

seen in this section that it is vitally important to choose the sample well, but how do

we go about doing this? The key message is that the sample should be representative

of the population. This highlights why it is important to define the population first,

otherwise how can our sample be representative of it?

Exercise 17. Think back to the example of how many hours students spend studying

every week. There are many different populations that could be of interest here —

students in a particular department, students in a particular faculty, all students at

the University, all students in the UK, all students in the world...

Could you use the same sample for each of these populations? Can you think of a

population for which the sampling method of stopping people outside the library would

be appropriate?

A representative sample reflects the characteristics or nature of the population. If

a sample is not representative, we introduce bias. A bias is a systematic error leading

to a sample that is not representative of the population. For example, in the students’

study hours example, we introduce bias by collecting data outside the library, since

students who use the library may be expected to be more studious.

Exercise 18. In constructing our sample to carry out the pre-election poll, what sorts

of bias do we need to be aware of? Think about different groups in the population.

For example, there may be a gender bias (men may vote differently than women).

Another consideration is how large our sample should be. We usually use the

letter n to denote the number of subjects in our sample. There are practical as well

as statistical considerations to choosing the size of the sample. On the practical side,

financial constraints may mean you cannot have a sample larger than n = 1000. In
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more advanced statistical courses, you will learn how statistical considerations also

come into play when choosing n.

The Random Sample

The widely accepted method to avoid bias, and therefore obtain a representative

sample of the population is by conducting a random sample. (Note: there are four

words in italics in that sentence for which we have already introduced statistical

meanings — make sure you remember them all). A random sample of size n from a

population is one in which each possible sample of that size has the same chance of

being selected.

How might we go about selecting a random sample?

One method would be to write the name of every member of the population on a

slip of paper, place these slips into a hat, then draw out the required amount for the

sample. Obviously, this is somewhat impractical in our pre-election poll example,

with millions of slips of paper needed!

Luckily, computers have a method of doing this for us automatically, using random

number generators. For the election poll example, we may need n = 1000 random

numbers between 1 and 40 million, for a sample size of n = 1000 out of the 40 million

eligible voters in the UK. If we have all the voters written in a list, we can pick out

the desired subjects for our sample.

Exercise 19. How do we deal with subjects who refuse to take part in the survey? Is

it possible that bias is introduced by these refusals?

Other Kinds of Sampling

It is not always feasible to carry out sampling in a truly random fashion. It can be

very expensive to involve 1000 completely random people in our pre-election poll,

as some of them may be difficult to reach, and it may take a long time for all the

surveys to return. We may have to resort to a sampling method that is not random,

for practicality reasons. Provided we are careful, we can minimise the bias that is

caused.
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Exercise 20. Suppose we go out on the streets in a city centre, and simply stop

people in the street and ask who they are going to vote for in the next election. This

is sometimes known as convenience sampling. What kinds of bias may be introduced?

What steps could be taken to minimise this bias?

Exercise 21. Suppose we write down alphabetically every person in the UK eligible to

vote. We then go down the list and pick out every 1000th person. These people we have

selected form our sample. This is called systematic sampling. Compare this method

to random sampling. Is it likely that the sample we obtain will be representative?

We will conclude this part with an important question. Does increasing the size

of a sample decrease the bias?

Exercise 22. Think about this in terms of our student study example. One survey

collects 1000 responses, the sampling method is convenience sampling, where the in-

terviewer stands outside the library, stops students on the way out to ask them the

question. A second survey collects only 50 responses, but the sampling method is ran-

dom, from the entire student population of the University. Which study would you

believe more?

It is almost always better to have a small, representative sample, than a large

biased sample.

6 Summary

There were three objectives to this part of the course, let’s summarise how we have

tackled each one.

1. To introduce the concepts of sampling variation and learning about a population

from a sample.

The two ideas introduced here are very closely related. If we collect two samples

from the same population, there will be differences between the samples (think

about two people sampling people’s hair colours). These differences mean that

we cannot make direct conclusions about a population from a sample — oth-

erwise two different samples would lead us to making contradictory statements
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about the same population! So it is important to relate the idea of sampling

variation to the idea of how much we can learn about a population from a

sample.

2. To demonstrate where statistics can be useful, by showing the sort of questions

it can answer, and the situations in which it is used.

Here we introduced a few examples where statistics are used. We will be refer-

ring back to these examples in future parts of the course.

3. To introduce the methods of designing a study, and collecting a sample, well.

Think back to our Friday 13th example. If the sample from Friday 13th was not

representative of the population of all Friday 13ths, and the same for our sample

from Friday 6th, it would be very difficult to answer the question ‘are these

populations the same?’. In the subsequent parts of this course, we will assume

that all samples are drawn at random, and representative of their populations.

However, it is always important in real situations to check how the sample has

been chosen.

Some of the key terms introduced in this part of the course are:

• Data: the information collected from experiments and surveys.

• Variable: a characteristic that is recorded for each subject in the experiment of

survey.

• Qualitative Variable: A variable that is categorical, and does not have a numer-

ical meaning.

• Quantitative Variable: A variable that it is numerical, and the numbers corre-

spond to the magnitude of the variable.

• Discrete Variable: A quantitative variable that can only take on values that

could be written in a list.

• Continuous Variable: A quantitative variable that can take any value in an

interval.
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• Population: the collection of all the subjects we are interested in.

• Sample: a subset of the population on which we intend to collect data.

• Sampling Variation: the differences between two samples of the same size, taken

from the same population.

• Random Sampling : A random sample of size n is one in which each possible

sample of that size has the same chance of being selected.

• Representative Sample: A sample that reflects the characteristics or nature of

the population.

• Bias : A systematic error leading to a sample that is not representative of the

population.

A Hints and Answers to Exercises

Exercise 1: Fridays are generally busier days on the roads, as people go home for the

weekend or go on holiday... perhaps this causes more accidents? If we used Thursday

12th as our comparison day, any difference could be due to this effect rather than

Friday 13th being unlucky.

Exercise 2: It’s hard to interpret the table as it stands. For example, there are

more accidents on the 13th than the 6th on number 4, but this is reversed for number

5. Consider summarising the table in some way.

Exercise 6: The point is that we cannot tell, but it is possible that it is due to

sampling variation.

Exercise 7: You should not be 100% sure.

Exercise 8 Out of interest, there is approximately a 1 in 20 chance of seeing 4 red

cards in a row, and a 1 in 100 chance of seeing 6 red cards in a row. The point at
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which you begin to get suspicious may depend on how trustworthy you believe your

friend to be!

Exercise 10: If you think yes, what would you do if you then saw someone with

dark hair?

Perhaps the people in the sample all came from a country where dark hair is ex-

tremely rare.

Exercise 11: Think about a more extreme case:

Sample 1, only 1 person measured, they have light coloured hair so the percentage is

100%.

Sample 2, everybody in the world is measured (6 billion), 3.4 billion have light

coloured hair so the percentage is 57%.

Exercise 12: People use more gas in the winter than the summer for heating.

Exercise 13: There are two ways you could consider arguing your case:

1. Millions of people play the lottery every week, so virtually every possible com-

bination of the six numbers are chosen by somebody. Therefore it is inevitable

that somebody has to win...

2. The chance of getting all six balls correct by chance is 1 in 14 million. How-

ever, the chance of being able to cheat in some way is extremely small as well

(challenge the prosecutor to suggest how you may have done this!). There are

two competing explanations for you winning the lottery, both are unlikely, so

there is no compelling evidence that the explanation that you cheated is any

more plausible.

Exercise 14: There is no way you can learn whether accidents are more common

on Fridays, as you haven’t any data on other days to compare against!

Exercise 15 The variable is ‘Number of hours studied per week’, and it is quanti-

tative.
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Exercise 16: Students at the library are likely to be more diligent than the aver-

age, so the data you are collecting does not relate to what you actually want to find

out about.

Collecting data outside the bar would probably give you the opposite problem, as

students at the bar are probably likely to be less diligent than the average.

Exercise 17: You would need a different sample for each of the populations. For

example, for all students in the world you would certainly want representatives from

many different countries, but if you were only interested in students from the UK,

students from other countries would be irrelevant.

Stopping people outside the library to answer your survey could be ok, if the pop-

ulation you are interested in is students who regularly use the library!

Exercise 18: There are many things you could consider. For example, city dwellers

tend to have different political preference than country dwellers, so you would need

to make sure you have both in your sample.

Exercise 19: Are people with certain political views more likely to refuse? For

example, if one party supports privacy of information, people voting for this party

may be more likely to refuse to take part in the survey.

Exercise 21: Perhaps surprisingly, it is likely the sample will be representative,

since there is little reason to suspect people’s surname affects who they will vote for

in an election!


